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Abstract

Program veri cation increases the degree of con dence thatogram will perform
correctly. Manual veri cation is an error-prone and tediatask. Its automation is
highly desirable. The veri cation methodology reduces thasoning about temporal
properties of program computations to testing the validftynplication between aux-
iliary rst-order assertions. The synthesis of such aailiassertions is the main chal-
lenge for automated tools. There already exist succegsfig for the veri cation of
safetyproperties. These properties require that some “bad”stegeer appear during
program computations. The tools construct invariantsctviaire auxiliary assertions
for safety. Invariants are computed symbolically by apmpdytechniques of abstract
interpretation.Livenesgroperties require that some “good” states will eventuafly
pear in every computation. The synthesis of auxiliary da&ses for the veri cation of
liveness properties is the next challenge for automateiccaéion tools.

This dissertation argues thiansition invariantscan provide a new basis for the
development of automated methods for the veri cation oétiess properties. We sup-
port this thesis as follows. We introduce a new notion of baryi assertions called
transition invariant. We apply this notion to propose a prmute for the veri cation
of liveness properties. We provide a viable approach forati®mated synthesis of
transition invariants by abstract interpretation, whiakoanates the proof rule. For this
purpose, we introduce @mansition predicate abstractionThis abstraction does not
have an inherent limitation to preserve only safety proeert

Most liveness properties of concurrent programs only holdeu certain assump-
tions on non-deterministic choices made during progranc@i@ns. These assump-
tions are known as fairness requirements. A direct treatiofeiairness requirements
in a proof rule is desirable. We specialize our proof rule tfee direct accounting
of two common ways of specifying fairness. Fairness requénets can be imposed
either on prograntransitionsor on sets of programstates We treat both cases via
abstract-transition programandlabeled transition invariantsespectively.

We have developed a basis for the construction of automatésithat can not only
prove that a program never does anything bad, but can alse phat the program
eventually does something good. Such proofs increase outence that the program
will perform correctly.






Kurzzusammenfassung

Programmveri kation starkt unsergberzeugung darin, dass ein Programm korrekt
funktionieren wird. Manuelle Veri kation ist fehleranifigg und mithsam. Deren Au-
tomatisierung ist daher sehr erwiinscht. Die allgemeingé&lbensweise bei der Ve-
ri kation besteht darin, die temporale Argumentation ilbee Programmberechnun-
gen auf dieUberpriifung der Giltigkeit von Implikation zwischen fdussagen in
Pradikatenlogik zu reduzieren. Die grof3te Herausfardgrin der Automatisierung
von Veri kationsmethoden liegt in der automatischen Systh solcher Hilfsaussagen.
Es gibt bereits erfolgreiche Werkzeuge fur die automh#s¢éeri kation von Safety-
Eigenschaften. Diese Eigenschaften erfordern, dass keiregwinschten” Programm-
zustande in Berechnungen auftreten. Die Werkzeuge sysidren Invarianten, die
Hilfsaussagen flr die Veri kation von Safety-Eigensdeaf darstellen. Invarianten
werden symbolisch, mit Hilfe von Techniken der abstrakigerpretation berechnet.
Liveness-Eigenschaften erfordern, dass bestimygugée” Zustande irgendwann in je-
der Berechnung vorkommen. Die Synthese von Hilfsaussagedid Veri kation von
Liveness-Eigenschaften ist die nachste Herausforddiurapitomatische Werkzeuge.

Diese Dissertation vertritt die Auffassung, ddsansitionsinvarianterfengl.: tran-
sition invariants) eine neu Basis fur die Entwicklung anédischer Methoden fur die
Veri kation von Liveness-Eigenschaften bereitstellesnkién. Wir unterstiitzen diese
These wie folgt. Wir fuhren einen neuen Typ von Hilfsaugsegin, der als Transitions-
invariante bezeichnet wird. Wir benutzen Transitionsiifarste, um eine Beweisregel
fur die Veri kation von Liveness-Eigenschaften zu entidtn. Wir stellen einen prak-
tikablen Ansatz fur die Synthese von Transitionsinvagarbasierend auf der abstrak-
ten Interpretation vor und automatisieren dadurch die Bswgel. Zu diesem Zweck
fuhren wir eineTransitionspédikaten-Abstraktioengl.: transition predicate abstrac-
tion) ein. Diese Abstraktion ist nicht darauf beschramki;, Safety-Eigenschaften er-
halten zu kdnnen.

Die meisten Liveness-Eigenschaften nebenlau ger Progna gelten nur unter be-
stimmten Annahmen bzgl. der nicht-deterministischen \Wdiel bei den Programm-
berechnungen getroffen wird. Diese Annahmen sind als &ssAnforderungen be-
kannt und deren direkte Beriicksichtigung in einer Bevegjsl ist wiinschenswert.
Wir spezialisieren unsere Beweisregel fur die direkted@®tiung von zwei verbreite-
ten Arten von Fairness-Spezi kationen. Zum einem berigk&gen wir die Fairness-
Anforderungen an Programmubergange durch abstraktesifiensprogramme (engl.:
abstract-transition programs). Zum anderen werden diehddustandsmengen an-
gegebenen Fairness-Anforderungen mit Hilfe von markieftensitionsinvarianten
(engl.: labeled transition invariants) behandelt.

Wir haben eine Basis flr die Entwicklung automatischerk&leuge bereitgestellt,
die beweisen konnen, dass ein Programm nicht schadet wsdida Programm etwas
Gutes bewirkt. Solche Beweise starken unéé#verzeugung darin, dass das Programm
korrekt funktionieren wird.
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Introduction

Program veri cation increases the degree of con dence thatogram will perform
correctly. Manual veri cation is an error-prone and tedidiask. Its automation is
highly desirable. Transition invariants can provide a nasib for the development of
automated methods for the veri cation of concurrent progsa

The methodology for the veri cation of temporal propertEgoncurrent programs
is to reduce the reasoning about program computations ésegs of program states)
to the rst-order reasoning about auxiliary assertionsahents and variants are typ-
ical auxiliary assertions used for veri cation. Invariardre properties that hold for
every reachable state of the prograng, the value of some arithmetic expression over
program variables is always positive. Variants indicat phogress that a computa-
tion makes towards some particular program staegranking functions for proving
termination. The methodology requires the user to suppkfliaty assertions. The
construction of auxiliary assertions demands the usepge&nce, ingenuity, and un-
derstanding of the program. Once the necessary assertierideati ed, the rest of
the veri cation effort amounts to testing the validity of ptication between assertions.
Such tests are accomplished routinely by state-of-thesald. The main challenge for
the automated veri cation tools is the synthesis of auxjliassertions.

There already exist successful tools IReAM [1], ASTREE [3], and BLAST [19]
for the automated veri cation of particular temporal praes, which require the ab-
sence of “bad” states in each program computation. Thegsepies are known as
safety properties. The typical examples are the absencévigfoth by zero, over-
ow, and out of bounds array access. The tools automaticaliythesize invariants
that imply the non-reachability of such “bad” states. Tkischieved by symbolically
computing an approximation of the set of reachable stateshais formalized in the
abstract interpretation framework [10].

Thus, the next challenge for the automated tools is the sgigtof auxiliary as-
sertions for the veri cation of the remaining temporal peofies, which are known as
liveness properties. Liveness properties require thaesgood” states appear in every
computation. A typical liveness property is program tertion. For this property, all
states that do not admit any further program steéps terminal states) are considered
to be “good” ones. Another typical liveness property regsithat every request (for
some service) eventually succeeds. The veri cation oflags properties requires syn-
thesis of variants. A variant is a well-founded measurechtd to the program states
such that its value decreases after every program stepsanthimal for the “good”
states.

Most liveness properties of concurrent programs only holdeu certain assump-
tions on the non-deterministic choices made during programputationse.g. even-
tual execution of an idling process or eventual, succesefinsmission over a lossy
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communication channel. These assumptions are known ag$airequirements. They
are not explicitly shown in the program text. The common wagxtpress fairness re-
guirements is to impose conditions on the occurrence ofqudat program transitions
or states in computations. For example, we may require theaydransition must be
taken in nitely often during every in nite computation, dhat it is not the case that the
program stays in a particular location forever. Treatméfdioness requirements com-
plicates veri cation, since several sets of “good” statesttcorrespond to the fairness
requirements must be considered. This requires the syatbemore involved vari-
ants,e.g.variants that decrease only at particular states or aftéicpkar transitions.

Until this work, there were no similar tools for the autonthteeri cation of live-
ness properties, as we have for the veri cation of safetypproties. In this dissertation,
we propose transition invariants — a new kind of auxiliargeations for the veri -
cation of liveness properties. Transition invariants hthee potential for automated
synthesis. One can apply the techniques of abstract iet@tpyn to synthesize them.
These techniques have facilitated the success of the toothd veri cation of safety
properties. In this dissertation, we show that the veri@atof liveness properties via
transition invariants can be automated by abstract iné¢giion.

Contributions

This dissertation advances the state-of-the-art by pingdke notion of transition
invariants for the automated veri cation of liveness prdjgs. We summarize the
main contributions as follows.

We develop a new proof rule for the veri cation of livenessperties. The proof
rule is based on transition invariants.

We introduce two new notions: transition predicate abtwacand abstract-
transition programs. We use these notions to propose amated method for
proving termination under fairness requirements.

We introduce labeled transition invariants, which are aemsion of transition
invariants, for the direct accounting of fairness requieats imposed on pro-
gram states, and develop a corresponding proof rule. Wereatéothe proof rule
via abstract interpretation.

We propose an algorithm for the synthesis of linear rankimgfions for “single
while' programs over linear arithmetic, which can be apgplés a subroutine in
our veri cation methods.

Next, we describe the contributions in more detail.

Transition Invariants A transition invariant is a superset of the transitive clesu
of the transition relation of the program. A transition ineat is disjunctively well-
founded if it is a nite union of well-founded relations. Weénaracterize the validity
of liveness properties by the existence of disjunctivelylsfieminded transition invari-
ants. We formulate an inductiveness principle for traasiinvariants. This principle
allows one to identify a given relation as a transition ifeat. The disjunctive well-
foundedness and the inductiveness principle provide teistfar our proof rule. We
formalize a uniform setting by representing the fairneggiirements and the temporal
property in an abstract wale. by sets of in nite sequences of program states.



Transition Predicate Abstraction We explore the automation of transition invariant-
based proof rule via transition predicate abstractionngiteon predicates are binary
relations over states. We introduce a notion of abstragtsition programs, which are
built using transition predicates. Abstract-transitiongrams overcome the inherent
limitation of abstract-state programs to safety propsrti&n abstract-transition pro-
gram is a nite directed graph whose nodes are labeled byutatijons of transition
predicates, called abstract transitions, and whose edgdalzeled by program tran-
sitions. We check whether a program terminates under fssrrexjuirements by com-
puting a corresponding abstract-transition program amgidering its components in
the following way. We reason about the termination of thgetttprogram by testing
the well-foundedness of the abstract transitions. We attdou fairness requirements
(both weak and strong fairness) that are imposed on programitions by consid-
ering the edge labeling. We provide an algorithm for the matted construction of
abstract-transition programs.

Labeled Transition Invariants Another common way to express fairness require-
ments (together with the transition-based fairness, whiehaddress via abstract-
transition programs) is to impose them on sets of states. rdfgoge labeled transition
invariants for a direct consideration of such fairness imeguents. We extend transi-
tion invariants by sets of labels that correspond to thecieslof fairness requirements.
We account for the satisfaction of fairness requirementkd®ping the indices of all
possibly satis ed requirements in the labeling sets. Wekeeahe disjunctive well-
foundedness criterion as follows. Let a nite union of réats be a transition invariant.
Only those relations in the union need to be well-foundedétify a liveness property)
whose labeling sets contain the indices of all fairnessirements. We propose an in-
ductiveness criterion for labeled transition invariamtsd formulate a corresponding
proof rule. The direct treatment of the state-based faira#lews us to handle speci -
cations of liveness properties given by Biichi, generdlR#&chi, and Streett automata
in a uniform way. We automate the construction of labeledditéon invariants via
abstract interpretation.

Linear Ranking Functions We represent components of (labeled) transition invari-
ants, and abstract transitions by “single while' prograhfegese programs only contain
(possibly non-deterministic) update statements in the lbody. Their termination
proofs are required by the proposed veri cation methodsthin case of concurrent
programs with linear arithmetic, we prove the terminatiénthe corresponding “sin-
gle while' programs automatically. For this purpose, wegmge an algorithm for the
synthesis of linear ranking functions. We encode a lineakirgy function as a solu-
tion to a system of linear inequalities derived from the whibndition and the update
expressions of a “single while' program.

Proof of Concept

We provide an experimental justi cation for the potentidlamutomation of (labeled)
transition invariants and abstract-transition prografs:. this purpose we have built
a prototype tool calledRMC-Live. All inductive (labeled) transition invariants and
abstract-transition programs that we present in the fotiguehapters have been syn-
thesized byARMC-Live.



In addition, the application fRMC-Live ensures that the sets of (labeled) relations
and abstract transitions that we present for the exampbganes actually form induc-
tive (labeled) transition invariants and abstract-tramsiprograms respectively. We
also appliedARMC-Live to test the well-foundedness of (labeled) relations anttatts
transition.

Outline and Sources

In the rst chapter we introduce transition invariants ahd torresponding proof rule
in an abstract setting. We presented this material at LIG®32[38]. The second
chapter describes a possible way of automating the intedipcoof rule by apply-
ing transition predicate abstraction. We present this rigdtet POPL'2005 [39]. In the
third chapter we describe labeled transition invariantstae corresponding proof rule,
which we presented at TACAS'2005 [35]. The algorithm for 8yamthesis of linear
ranking functions is shown in the fourth chapter. We presgtittat VMCAI'2004 [37].
The last two chapters discuss directions for future re$eand conclude the disserta-
tion.



Chapter O

Preliminaries

In this chapter, we formalize programs, review de nitiors fautomata on in nite
words, and the synchronous parallel composition of progrand automata; these
notions are used in the rest of the dissertation.

Program P Following [33], we abstract away from the syntax of a corefebncur-
rent) programming language and represent a progtaig atransition system

P = h; ;Ti
consisting of:
. a set ofstates
: a set ofinitial states such that ,

T : a nite set oftransitionssuch that each transition2 T is associated with a
transition relation

A computation is a maximal sequence of sta®ss,;::: such that:
sy is ainitial statej.e.s; 2,

foreachi  1there exists atransition2 T such thas; goes tcsj+; under
i.e.(si;Si+1) 2

segment

The setAcc of accessible statesonsists of all states that appear in some computa-
tions.

We introduce fairness requirements in the following chegpté/e use different def-
initions of fairness requirements in different chaptessegplained in the introduction.

Programming languageSPL We write example programs using the Simple Pro-
gramming Languagé&PL of [33]. The translation fronSPL and other (concurrent)
programming languages into transition systems is standard

We represent the transition relationsby assertions over the unprimed and primed
program variables. The distinguished variableanges over sets of locations of the

5



6 CHAPTER 0. PRELIMINARIES

program. Each concurrent process has its own set of coogatibns. The value of

is a state denotes all location in which control currentlyst For each location label
" we de ne a predicatat_" that holds if the current location of control is labeled by
i.e., the predicatat_" holds if the label is an element of .

Automaton A Temporal properties can be abstractly represented as fsietsite
sequences of program states. Following the automataetiefnramework for the ver-
i cation of concurrent programs [51], we use automata omite words to represent
such sequences. We refer to an automaton that represemisofterty of interest as
speci cation automaton

We consider an alphabet consisting of the program stat8heautomaton

A = mQ;Q% ;Fi
with the Biichi acceptance condition consists of:
Q: a (possibly in nite) set of states,
QO: the set ofstartingstates, such th®° Q,
: thetransition relation It is a set of triple€q;s;d) 2 Q Q.
F: the set of accepting states, such that Q.

A run of the automato®\ onthe words;; Sp;::: is a sequence of the automaton
statesy; p;::: suchthaty 2 Q% and(g;si;g+1) 2 foralli 1. The automaton
acceptsa wordw if it has a rung; ;::: onw such that for in nitely manyi's we
haveg 2 F.

Parallel Composition PjjA  In the automata-theoretic framework, the veri cation
of a temporal property amounts to a proof that there is nonaragcomputation that
is accepted by the speci cation automaton (in fact, in thecspation automaton we
encode the set of all program computations that satisfydhmadss requirements and
violate the property). We tie together a progrBnand a speci cation automatok by
taking their synchronous parallel compositBijA .

The progran® jjjA , which in fact is equipped with the Biichi acceptance caoonjt
is obtained by the synchronous parallel compositio® cindA. The set of states of
PjiA is the Cartesian product

Q = Q:

The set of starting states is  Q°. The transition relation oPjjA consists of pairs
((s;9); (s% ?) such tha(s;s®) 2 R and(q;s;d) 2 . The set of accepting states is
the product

F = F:

A computation(sy; q1); (s2; &); ::: of PjjA is fair if for in nitely many i's we have
(si;q)2 F.



Chapter 1

Transition Invariants

1.1 Introduction

Temporal veri cation of concurrent programs is an activeearch topic; for entry
points to the literature see e.g. [16, 24, 29, 32, 33, 34, bBiljhe unifying automata-

theoretic framework of [51], a temporal proof is reducedhe proof of fair termina-

tion, which again can be done using deductive proof rulegs,[29]. The application

of these proof rules requires the construction of auxilasgertions. This construc-
tion is generally considered hard to automate, especidignwranking functions and
well-founded (lexicographic) orderings are involved.

We propose a proof rule whose auxiliary assertionstianesition invariants We
introduce the notion of a transition invariant as a binatgtien over program states
that contains the transitive closure of the transitiontietaof the program. We for-
mulate aninductiveness principléor transition invariants. This principle allows us to
identify a given relation as a transition invariant. We dlsimoduce the notion odlis-
junctive well-foundednesss a property of relations. We characterize the validity of a
liveness property by the existence of a disjunctively viellnded transition invariant.
This is the basis of the soundness and relative completenéss proof rule.

Applying our proof rule for verifying termination or anothliveness property of
the program amounts to the following steps: the automatartic construction of a
new program (the parallel composition of the original peogrand a Biichi automaton
as in [51]), the inductive proof of the validity of the tratigh invariant for the new
program, and, nally, the test of its disjunctive well-fod@dness.

Using transition invariants, we account for the Bichi gteace condition (and
hence, for fairness) in a direct way, namely, by intersedtire transition invariant with
a relation over the Biichi accepting states.

If the transition invariant is well-chosen, the test of digjtive well-foundedness
amounts to testing well-foundedness of transition refetiof programs of a very partic-
ular form: each program is one while loop whose body is a demelous update state-
ment. In the case of concurrent programs with linear-aréticrexpressions we obtain
while loops for which ef cient termination tests are alrgadhown (see [8, 37, 49] and
Chapter 4).

The main contribution of our proof rule lies in its potentiat automation. It is
a starting point for the development of automated veri catmethods for temporal
propertiesbeyond safetyf [concurrent] programs over in nite state spaces. As de-

7



8 CHAPTER 1. TRANSITION INVARIANTS

inn : integer where n> 0
local x;y :integer where x =n
3

“opwWhile x  0do

iy =1
g *,: while y<x do é
3y =2y

aix=x 1

) X 0
l-XOZX;yozl
y <X,
y°=2y
y X,

Figure 1.1: PrograrNESTED-LOOPS

tailed in Section 1.5, the inductiveness principle allowmg ¢o compute the auxiliary
assertions of the proof rule. Namely, the transition iresat$ can be automatically syn-
thesized by computing abstractions of least xed pointsrobperator over the domain
of relations. Methods to do this correctly and ef cientlyeastudied in the framework
of abstract interpretation [10]. Such methods have helpeeéalize the potential of the
inductive proof rules for (state) invariants [33] for the@mation of the veri cation of
safety properties [1, 3, 6, 10, 11, 18, 19]. We show a possiblefor the realization
of the analogous potential for transition invariants in Siea 2.

Examples To simplify the presentation of the notion “transition imiants”, in this
chapter we ignore idling transitions for the presented oomnt programs. The de-
picted control- ow graphs treat each straight-line codgment as a single statement.
For each of the example programs, we give a (non-inductiga}ttion invariant, along
with an informal argument, in Sections 1.3 resp. 1.4; theesponding formal argu-
ment is based on a stronger inductive transition invariahich we present in Sec-
tion 1.5.

NESTED-LOOPS Usually the termination argument for the progreESTED-LOOPS
on Figure 1.1 is based on a lexicographic combination of-feelhded orderings.

We observe that there are only two kinds of loops, those thahigugh ¢ at least
once and decrease the non-negative integand those that go only through (and
not through'¢) and decrease the non-negative value y. Transition invariants allow
one to use this observation for a formal proof of termination

CHOICE For the termination of the progra@HOICE on Figure 1.2, we observe that
the execution of any xed sequence of transitionor , decreases either ok, y or
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local x;y : natural
3
Io%p forever do 3
5 Arxy)=(x Lx)

Pry) =y 2x+1)

o o x%=x 1, o x%=y 2
L yo= x 20 0= x+1

Figure 1.2: Progran@HOICE

X + y. Sections 1.2 and 1.3 show that this observation trandlatagormal termina-
tion argument. Section 1.5 shows how one can formally jstifs observation by an
inductive proof.

ANY-DOWN  The programANY-DOWN on Figure 1.3 consists of two concurrent pro-
cesses. Each of the processes can be scheduled to be exmcateekternal scheduler.
The program is not terminating if we consider all possibleesiuler behaviors. For ex-
ample, in the following in nite computation oANY-DOWN the proces$, is never
executed (a program state is a tuple containing the locatiéh, the location ofP,,
the value ofx, and the value of).

ho;mo;1;0i; hq;mo;1;0i; ho;mo;1;1i;

This computation is notair because the process is never executed although it is
continually enabled. If we assume that the scheduling foh @aocess is fair (see [29,
33] for a detailed treatment of fairness assumptions), themprogranANY-DOWN is
terminating.

In Section 1.4 we show how we incorporate the fairness assomipto a termina-
tion proof.

CONC-WHILES A termination proof for the progra®@ONC-WHILESon Figure 1.4
requires a more complicated fairness assumption (eacle girticesses must be sched-
uled in nitely often, hence it is not possible that a processts forever).

Our formal proof in Section 1.4 will follow the intuition thaach in nite fair com-
putation decreases the valuexods well as the value of in nitely often.

1.2 Transition Invariants

This section deals with properties of general binary refeti For concreteness we
formulate the properties for the transition relation of agram and its restriction to
the set of accessible states.
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local x;y integer where x=1;y=1

“o:while x=1 do

.. ‘1:y:=y+12 . mg:Xx:=
PLd s, while y > 0do kK Pei
3iy=y 1
x=1, y> 0,
XO:X;yO:y+1 XO:x;yO:y 1

—>;\o; ‘;‘2;
XxX61,

x0=xy%=y

—() (™)
x=0;y°=y

Figure 1.3: ProgramNY-DOWN.

We x aprogramP = h ; ;Ti. We de ne the transition relatioR of the pro-
gramP to be the union of the transition relations of all programnmsiions.

[

2T

R =

De nition 1.1 (Transition Invariant) A transition invariantT is a superset of the
transitive closure of the transition relatioR restricted to the accessible statdsc.
Formally,

R*\ (Acc Acc) T:
Thus, a transition invariant of the program is a relafioon the program states such

element ofT .
Note that the Cartesian product of the set of states witlif,itee. the relation
, Is a transition invariant of the program. A superset of fagitive closure
of the transition relation of the program is a transitionainant of the program; the
converse does not hold.
A state invariantis a superset of the set of accessible stAms Given the transi-
tion invariantT and the set of starting states the set

[f °5s2 and(s;s9)2Tg

is a state invariant. Conversely, a transition invariantloa strengthened by restricting
it to a given state invariant.
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local x;y . integerwhere x> 0;y> 0

“o:while x> 0do
P, 4 1iy=x 19
21y =0

Mo : while y > 0do
p,: 4 my:x:=y 1 5
mo:x:=0

x> 0, y> 0,
x0=xy%=x 1 x%=y Ly’=y

@ &

e
x 0, y 0
x0= x%=0,

y°=()3(, Q yo=y

Figure 1.4: Programt@ONC-WHILES

A program isterminatingif it does not have in nite computations. This is equiv-
alent to the fact that its transition relation restrictedthe accessible stategg.
R\ (Acc Aco), is well-founded. We investigate the well-foundedness tfa-
sition relation through a weaker property of its transitiovariant, introduced next.

De nition 1.2 (Disjunctive Well-foundedness) A relation T is disjunctively well-
foundedfitisa niteunionT = T;[ [ T, of well-founded relations.

Every well-founded relation is disjunctively well-foundleThe converse does not hold
in the general case. For example, the relaiGK-REQ de ned by

f(ack;reqg[f (req;ackyg

is disjunctively well-founded, but is not well-founded.
Given a disjunctively well-founded relatioh, the implication:

R iswell-foundedifR T

does not hold (for a counterexample, t&kendT to be the relatioMCK-REQ). How-
ever, the implication:

R is well-founded ifR* T

does hold, as we show below.

Theorem 1.1 (Termination) The progranmP is terminating if and only if there exists
a disjunctively well-founded transition invariant fr.
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Proof. if-direction: Assume, for a proof by contraposition, that
T =T [ Ta

is a disjunctively well-founded transition invariant févet progran®, and thaP is not
terminating. We show that at least one sub-relafipof the transition invariant is not
well-founded.
By the assumption tha is not terminating, there exists an in nite computation
= S51;Sp;0i0.
We choose a functiof that maps an ordered pair of indices of the states in the
computation to one of the sub-relations in the transition invari@irds follows.

Fork <I; f (k;lI) = T, suchtha(sk;s)) 2 T;

Such a functiori exists becauseg is a transition invariant, and thus we can arbitrarily
choose one relation from the ( nite) s&T; j (sk;s)) 2 Tig as the image of the pair
(k;1). Note that the range of the functidnis nite.

For the xed computation , the functionf induces an equivalence relationon
pairs of positive integers (in this proof we always consiol@irs whose rst element is
smaller than the second one).

(k1) (K1) = f(kI)=f K19

The equivalence relation has nite index, since the range bfis nite.

By Ramsey's theorem [41], there exists an in nite sequenicpasitive integers
K = ki;kz;::: such that all pairs of elements i belong to the same equivalence
class, say(m;n)] withm;n 2 K. Thatis, for allk;l 2 K such thak <| we have
(k;1)  (m;n). We x mandn.

Let Ty, denote the relatioh(m; n). Since(k;; ki+1) (m;n) foralli 1, the
functionf maps every paifk;; ki+1 ) toTmn foralli 1. Hence, the in nite sequence
Sk, Sk, . isinduced byl , i.e.,

(Ski;Skivs ) 2 Trn; foralli - 1

Hence, the sub-relatiohy, is not well-founded.

only if-direction: Assume that the prograenis terminating. We de ne the relatioh
as the restriction of the transition relation to accessikdges.

T = R*\ (Acc Acc)

Clearly,T is a transition invariant. Assume that= s';s?;::: is an in nite sequence
of states such thgs';s'*') 2 T foralli 1. Since the state® is accessible, and
foralli  1thereis a non-empty computation segment leading fsbmo s'** (i.e.
(s';s'*1) 2 R*), there exists an in nite computatics;:::;st;:::;s%:::. This fact
is a contradiction to our assumption thats terminating. HenceT is (disjunctively)
well-founded.

The relationACK-REQ shows that we cannot drop the requirement that not just the
transition relation of a program, but also its transitivestire must be contained in the
disjunctively well-founded relatiof .



1.3. TERMINATION 13

The next example shows that we cannot drop the nitenessnmement in the def-
inition of disjunctive well-foundedness. The followingtrsition relation

R = f(i;i+1)ji 1g

has a transition invariafit = T1 [ T [ ::: thatis the union of well-founded rela-
tionsT;, where

T = f(;i+j)jj 1g; foralli 1:

However, the relatioR is not well-founded.

1.3 Termination

Theorem 1.1 gives a (complete) characterization of progexmination by disjunc-
tively well-founded transition invariants.

We next present disjunctively well-founded transitiondriants for the rst resp.
second program shown in the introduction to this chaptereHge only give informal
arguments; in Section 1.5 we will show how one can formallyvprthat the relations
are indeed transition invariants, and give the formal arguoim the form of (stronger)
inductive transition invariants.

denoted by the following assertions over the unprimed aimdga program variables
is a transition invariant for the prograNESTED-LOOPS

T1 = x 07x%<x
T, = x y>0"x% yo<x y
Ty = at’i~at? wherei 6 j 20;:::;4g

The intuitive argument that the union of the relations alindeed identi es a transition
invariant may go as follows. We can distinguish three kintdsomnputation segments
that lead a stateto a states®. All pairs of statess; s% in R* such thas goes tas®via
the location'¢ (and in particular the loops ag) are contained in the relatiory. All
pairs of stategs; s9 in R* such thas goes tos® via the location ; and not' (and in
particular the loops at;) are contained in the relatiof,. Every pair of states iR*
that has different location labels is contained in on&pk.

Obviously, the relation$; andT, as well as the relatior; 's are well-founded.

CHOICE The union the relations below is a transition invariant foe tpro-
gramCHOICE

T. = x%<x
T, = x%+y%<x +y
Ts = y<y

Again, the relationd, T,, andT3 are obviously well-founded.
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1.4 Liveness

We follow the automata-theoretic framework for the tempwoeai cation of concur-
rent programs [51]. This framework allows us to assume tieatemporal correctness
speci cation, viz. a liveness property and a fairness assumption are given by a
(possibly in nite-state) automatoA . . The intuition is that the automatoh .
accepts exactly the in nite -fair sequences of program states that do not satisfy the
property . We assume that the automatdn. is equipped with the Buichi accep-
tance condition.

The progranP satis es the liveness property under the fairness assumption
if there exists no in nite computation d? that satis es the fairness condition and
falsi es the property , i.e, all computations of the progra® are rejected by the
automatorA . (computations are in nite words over the alphabet nite compu-
tations are added an idling transition for the last state¢ éport the program com-
putations to the automaton by the synchronous parallel ositipn PjjA . of the
program and the automaton.

The progranP is correct with respect to the propertyunder the fairness condi-
tion if and only if all (in nite) computations ofP jjA . are not fair (see Theorem
4.1in [51]). The terminologyP jjA . is fair terminating'is short for “all (in nite)
computations oP jjA . are not fair".

The following theorem characterizes the validity of the pemal property (under
the fairness assumption) through the existence of a disjunctively well-foundeadtra
sition invariant for the programRjjA . (with the set ¢ of Buchi accepting states).

Theorem 1.2 (Liveness)The programP satis es the liveness property under the
fairness assumption if and only if there exists a transition invariafit for P jjA
suchthaff \ ( ¢ r ) is disjunctively well-founded.

Proof.  if-direction (sketch): Assume, for a proof by contraposititirat the nite
union

T = Ti[ [ Tn;

suchthaf;\ ( ¢ g) iswell-foundedforall 2 f 1;:::;ng, is a transition invariant
for the progranP jjA . . Furthermore, we assume tljJA . has an (in nite) fair
computationice., is not fair terminating). We prove that at least one retafig ( ¢

) is not well-founded.

By the assumption th& jjA . is not fair terminating, there exists an in nite fair
computation = s;;sp;:::. Let = s!;s?;::: be an in nite subsequence ofsuch
thats' 2 ¢ foralli 1.

Now we can follow the lines of thé&-part of the proof of Theorem 1.1. We show

pair of consecutive states in the subsequence is an elerhtrd very same relation
Ti\ ( F £ ). Thus we obtain a contradiction to the assumptionThat( ¢ E)
is well-founded for ali 2 f 1;:::;ng.

only if-direction: Assume that the prograRijjA . is fair terminating (.e., has no
(in nite) fair computation). LetAcc denote the set of accessible state$ A
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We de ne the following relations on the accessible stateBjpA . .

T, = R"\ (Acc\ ¢ Aco

T = R"\ (Accn ¢ Aco)
Clearly, the relation

T = Tl[ T2

is a transition invariant. Assume that= st;s?;::: is an in nite sequence of states
such that(s';s'*') 2 T, for all i 1. Since the stats® is accessible, and for
alli 1 there is a non-empty computation segment leading feorto s* (i.e.
(s';s'*1) 2 R™) there exists an in nite fair computatiosy;:::;s*;:::;s%;:::. This

fact is a contradiction to our assumption trats fair terminating. Hencel; is well-
founded. Clearly, the intersectidin \ ( ¢ g) is empty. We conclude that the
only-if direction holds.

Examples We give a transition invariant for each of the progra?j#A . obtained
by the parallel composition of the progra&NY-DOWN resp.CONC-WHILESwith the
Buchi automatorA . that encodes the appropriate fairness assumptigthe live-
ness property is termination; the automatoh . accepts exactly the in nite -fair
computations). We do not explicitly presefst . andPjjA . since they can be
easily derived.

ANY-DOWN Here, the Buchi automatoA . encodes the fairness assumption
“eventually the proced3; leaves the locatiomy” which is expressed by the temporal
logic formula = F( : at_mg). The union of the relations below forms a transition
invariant forPjjA . . The predicateat."; at_m, andat_qg describe the current loca-
tion labels of the processes and the Buchi automaton. Tédiqateat_g= holds if the
Bichi automaton is in its accepting location.

T, = atg~y>0"yo<y

T, = :atg

T3 = atg” atc

T, = atmp” at’®m;

Ty = at’i"at? wherei 6 j 2f0;:::;3g

The relationT; contains the pairs of staté¢gs; g); (s% o)) from the transitive closure
R* of the progranPjjA . thatare the initial and the nal states of the loops starting
in the Buchi accepting state. These loops are induced bgxbeution of thevhile-
statement at the location. For thewhile-statement at the location the initial- nal

contain pairs of states that have different location latvetseither the Buchi automaton
or one of the processes.

The relationsTy, T3, T4, andT; 's are well-founded. According to the formal
argument of this section, the relatidn is not considered; the restriction ®f to the
Biichi accepting states is empty.
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CONC-WHILES We encode the fairness assumption that no process can waitfo
(except in the nal location) by the temporal formula below.

GF(: at_-"g)» GF(: at_" ) "
GF(: at_mp) » GF(: at_my)
The corresponding Biichi automaton has the four stbtpsa:; &; e 9, where the

stategr is accepting.
The union of the following relations is a transition invaridor P jjA

T, = atg x> 0" x%<x

T, = atg "y>0"y’<y

T3 = :atge

Tij4 = atq ~ at%g wherei 6 j 2f0;1;2g
TS = athay wherei 6 j 2f0;1;29
TP = atm; A at’m wherei 6 j 2f0;1;2g

The relationd’; andT, capture loops that start in the Biichi accepting state anthoo
execution steps of both proces$gsandP,. The loops that contain the executions of
only Py or only P, are captured by the relatidiy. The relationsT*, T, andT;> with
i 6 j 2f0;1;2g capture computation segments that are not loops wrt. treditoc
labels of either the Blichi automaton or one of the processes

The well-foundedness of the relatiohg T, T;}, T, andT,® fori 6 j 2 0;1;2g
is suf cient for proving the fair termination property; thiestriction ofTs to the Buchi

accepting state is empty.

1.5 Inductiveness

In this section, we formulate a proof rule for verifying livess properties of concurrent
programs. The proof rule is based on inductive transitioafiants.

De nition 1.3 (Inductive Relation) Given a program with the transition relatioR,
a binary relationT on program states imductiveif it contains the transition relation
R and it is closed under the relational composition wRh Formally,

R[ TR T

As usual, thecomposition operator denotes the relational compositioie., for
P;Q we have

P Q = f(s;99](s;8% 2P and(s®s? 2 Qg:
Replacing the inductiveness criterion abovey R T T yields an equivalent

criterion. ReplacingitbR\ (Acc Acc)[ T R\ (Acc Acc) T yieldsaslightly
weaker criterion. This may be useful in some situations.

Remark 1.1 An inductive relation for the prograi® is a transition invariant forP .
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ProgramP,

liveness property ,

fairness assumption,

Buchi automatoA .

parallel composition oP andA . is programPjjA . with:
transition relatiorR,
set of states g,
set of accepting states-,

relationT o o

P1: R T
P2: T R T
P3: T\ ( k g) disjunctively well-founded

P satises under

Figure 1.5: Rule.IVENESS.

Inductive relations are callédductive transition invariants
Note that a transition invariarit, even if it is inductive, is in general not closed
under the composition with itselife., in general

T T6T:

In other words, a transition invariant, even if it is indweti need not be transitive.
We note in passing a simple but perhaps curious consequénteorem 1.1 and
Remark 1.1.

Corollary 1.1 (Compositionality) A nite union of well-founded relations is well-
founded if it is closed under the relational compositionhwiself.

Proof. Letthe relationT be the nite union of the well-founded relations that is @ds
under the composition with itselfe. T T T.

By Remark 1.1T is an inductive transition invariant for itself. Singeis disjunc-
tively well-founded, we have that is well-founded by Theorem 1.1.

Proof Rule Theorem 1.2 and Remark 1.1 give rise to a proof rule for theoation
of liveness properties; see Figure 1.5. Again, the fornmatises the automata-based
framework for veri cation of concurrent programs [51]. Wibtain a proof rule for
termination by takingR as the transition relation of the progrdm a relationT

and replacing \ ( ¢ g) by T in the premise P3.

In our examples we split the reasoning on disjunctive walifidedness and induc-
tiveness. This can be seen as using an alternative, equiifalenulation of the proof
rule: one takes two relatiors and T such thafl satis es the premise P3 ariiis a
subset ofT that satis es the premises P1 and R2.(one identi esT as a transition
invariant by strengthening@ with the inductive relatio 9. The two formulations are
equivalent since the disjunctive well-foundedness of ati@h is inherited by each of
its subsets.
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As already mentioned, a transition invariant can be stiemgd by restricting it to
a given state invariar®. This means that i is a transition invariant an8 is a state
invariant, then

T = T\ (S 9

is a (stronger) transition invariant.

Validation of the Premises of the Proof Rule We have assumed that the transition
relationR of the program is given by a union of transition relationof transitions .

If T is givenastheuniol = T;[ [ Ty, thenthe compositiom R is the
union of the relation; fori 2f1;:::;ngand 2T . Each relatior; 2T
is represented by an assertion over unprimed and primedagrogariables. Thus, the
premises P1 and P2 can be established by entailment chegkedmeassertions.

The premise P3 can be established using traditional mefloogsoving termina-
tion. In the extreme case, wharr 1, i.e,, the transition invariant or its partitioning are
ill-chosen, the reduction to the disjunctive well-foundeds has not brought any sim-
pli cation and is as hard as before the reduction. In the ptiases, with a well-chosen
transition invariant and partitioning, the premise P3 camstablished by a number of
pairwise independent ‘simple' well-foundedness tests.

Note that all relationd; in the transition invariants of the programs presented in
this chapter correspond to “single while' programs thatsisirof a single while loop
with only update statements in its body.

More generally, the relatiog(X) * (X% X) is well-founded if and only if the
while loop

while g(X) do
e(X%Xx)

is terminating.

In the case of concurrent programs with linear-arithmetioressions, the well-
foundedness test in the premise P3 amounts to the termintg# of single while
programs, for which an ef cient test exists; see [37, 49] &indpter 4.

In the special case of nite-state systems (a case that wetarget), each “small’
termination problem is to check whether a transition is &lselp.

Inductive Transition Invariants for Examples Each of the relation§ shown in
Section 1.3 and 1.4 is not inductivieg(, the composition of one of the relatiomsand
one of the transition relations is not a subset of ). We formally identify eacii as
a transition invariant by presenting an inductive one thratgthend (i.e., is a subset
of T). We thus complete the termination resp. liveness proobmieg to the proof
rule.

NESTED-LOOPS The union of the following relations is an inductive traritin-
variant for the programNESTED-LOOPS(in the version according to the depicted
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control- ow graph).

at_ o~ x 0~x° x~at?,

at_, M x%<x M at?y

at ;A x y>07rx0 xAyO0>synat?,
at_o”x 07 x%<x M at®y

at_,” " x 0~ x%<x ~at?,

The inductiveness can be easily veri ed. For example, thmmsition of the relation
below (which is the transition for the straight-line coderfrthe location; to “o; itis
obtained by composing the transition between the locatipasd” 4 and the transition
from "4 t0 "),

at,hy xAx%=x 17ry0=ynat®y

with the rst of the ve relations above yields the relatioelow, a relation that entails
the fourth.

at_ oA x 07rx° x 17 at%y

CHOICE The union of the four relations below is an inductive trapsiinvariant for
the progranCHOICE

0 x

xXP<x My
X<y 17y% x+1
xP<y 1ryO<y

xP<x "M yl<y

ANY-DOWN  We next present (the interesting part of) an inductive ftemsinvari-
ant for the parallel compositioRjjA . of the programANY-DOWN with the Blichi
automatorA . that accepts exactly the in nite sequences of program stiuat are
fair, i.e., where the second process does not wait forever. We do ne¢iréne rela-
tions where the values of one of the program counters arerdiit before and after the
transition; we only present the relations that are loopséncontrol ow graph for the
programP jjA . . We omitthe conjunct®= in each of the assertions below.

at.ge M at"Matmp Ay > 02 x0= x A yO<y
at.ge M at3Matmy Ay > 02 xP= x A yO<y
cat.ge Mat_ o/ atimg M x%= x
cat.ge Mat ;M atimg M x%= x
cat.ge Mat M atmy My > 08 x0= x A yO<y
cat.ge MatszMatmy My > 08 x0= x A yo<y

CONC-WHILES The transition invariant foP jjA . contains the following rela-
tions. We show only those that are loops wrt. the locatiorlgbagain, we omit the
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conjunct °=  in each assertion below.

at.ge ~ x> 07 x%<x M yP<x
atge ~y> 07 xP<y A yO<y
0

catge A x> 00 x0 x A yl<x

ratge fy>0Mx0 yry0 oy

Soundness and CompletenessThe separation of the temporal reasoning from the
reasoning about the auxiliary assertions in the “relateepleteness statement below
is common practice; see e.g. [32, 33].

Theorem 1.3 (Proof RuleLIVENESS) The rule LIVENESS is sound, and complete
relative to the rst-order assertional validity and the idbundedness validity of the
relations that constitute the transition invariant.

Proof. The soundness of the rule follows directly from Remark hd &heorem 1.2.

For proving the relative completeness, we observe thatéimsition invariant con-
structed in the proof of Theorem 1.2 is in fact inductive. huer to establish the
completeness relative to assertional provability, we nieeshow that this inductive
transition invariant is expressible by a rst-order aswert

We need to construct the assertibrover unprimed and primed program variables
that denotes a transition invariant satisfying the premisfethe ruleLIVENESS. We
omit the construction, which follows the lines of the metfiodconstructing the asser-
tion Acc that denotes the set of all accessible states [33].

Automated Liveness Proofs Given a program with the transition relati®) we are
interested in the subclass of its inductive transition iraras.
We de ne the operatdf over relations by

F(T) = T R

We writeF#  F and say thaF # is anapproximatiorof F, if F# (S)  F(S) holds
for all relationsS.

The inductive transition invariants are (exactly the) teaed points aboveR of
operators# such thaF* F.

There are many techniques based e.g. on widening or pre@ibatraction that have
been applied with great success to the automated consinugftieast xed points of
approximation of thepostoperator [1, 3, 6, 10, 11, 18, 19]. Now we can start to carry
over the abstract interpretation techniques in order tesirant least xed points of
approximations of the operatér. Thus, relationd that satisfy the premises P1 and
P2 can be constructed automatically.

As already mentioned, the validation of the premise P3 caaub@mated for inter-
esting classes of concurrent programs over linear-ariticregpressions (see [8, 37, 49]
and Chapter 4). Automated checks for other classes of progase an open topic of
research.

1.6 Related Work

There is a large body of work on proof rules for liveness prtge of concurrent pro-
grams, see [16, 29, 32, 34]. They all rely on auxiliary wellsided (lexicographic) or-
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derings for the transition relation, and not on independedé¢rings for sub-relations,
as in our approach.

The automata-theoretic approach for veri cation of coment programs [51] re-
duces the veri cation problem to proving termination. lal@s open how to prove
termination. We indicate one possible way.

A rank predicate [52] (a notion directly related to progressasures [24]) proves
fair termination of a program if the rank does not increaseviery computation step
and decreases in the accepting states. In a disjunctivéhfavamded transition invari-
ant a rank need not decrease in all sub-relations if an dogegihte is visitedi,e., the
rank of one sub-relation must decrease and all other ranigsmoeease.

In [31], an axiomatic approach to prove total correctneatefg property + termi-
nation) of sequential programs uses assertions connehgrigitial and nal values of
the program variables. This must not be confused with ttimnsinvariants that cap-
ture all pairs of intermediate values in computations ofteaty length, possibly going
through loops.

It is interesting to compare our use of Ramsey's theorem énpitoofs of Theo-
rems 1.1 and 1.2 with its use in the theory of ( nite) Bichi@mata (see.g.[46, 48]).
The equivalence classes over computation segments in oofspare related to the
state transformers in theansition monoidof the Bichi automaton. In both uses of
Ramsey's theorem, the sets of transformers are nite and thduce an equivalence
relation of nite index (which is why Ramsey's theorem candpplied). However, our
proofs considernite sets of transformers over amnite state space, as opposed to
transformers over a nite state space.

The termination analysis for functional programs in [283 baen the starting point
of our work. The analysis is based on the comparison of i qaths in the control
ow graph and in “size-change graphs'; that comparison earebluced to the inclusion
test for Buchi automata. The transitive closure of a ( hiset of size-change graphs
can be seen as a graph representation of a special case éifidrainvariant.

1.7 Conclusion

We have presented a (sound and relatively complete) préefouthe temporal veri-
cation of concurrent programs. In a well-chosen instatiia, this proof rule allows
one to decompose the veri cation problem into a number oépehdent smaller veri -
cation problems: one for establishing a transition invatiand the others for establish-
ing the disjunctive well-foundedness. The former is dona imay that is reminiscent
of establishing state invariants, using a familiar indeectieasoning. The other ones
amount to testing the termination of single while loops.

Our conceptual contribution is the notion of a transitiorairant, and its usefulness
in temporal proofs. This notion is at the basis of our prodé rin particular, it allows
one to account for Biichi accepting conditions (and hencé&ifmess) in a direct way,
namely by intersecting relations.

Our technical contribution is the characterization of tladidity of termination or
another liveness property by the existence of a disjungtiwell-founded transition
invariant. The application of Ramsey's theorem allows useplace the argument
that the transition relatioR is contained in thdtransitive)well-founded relatiorn ¢
induced by a ranking functioh (i.e., (s;s9) 2 r¢ if f(s) > f (s9) by the argument
that the transitive closure &t is contained in a union of well-founded relations. This
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means that we have
R rs VS. R* T [ Tha:

As outlined in Section 1.5, our proof rule is a starting pdottthe development
of automated veri cation methods for liveness propertiesancurrent programs. In
Chapter 2, we have started one line of research based orcatredibstraction as used
in the already existing tools for safety properties [1, €, t®any different other ways
are envisageable.

Another line of research are methods to reduce the size dfdhsition invariants
by encoding relevant speci c kinds of fairness, such as wasak strong fairness, in a
more direct way than encoding them in Biichi automata. Weesddthis question in
Chapters 2 and 3.



Chapter 2

Transition Predicate
Abstraction

2.1 Introduction

Since 1977, a high amount of research, both theoretical ppliea, has been invested
in honing the tools for abstract interpretation [10] forif\ng safety and invariance
properties of programs. This effort has been a success. €@meiging approach is
predicate abstractioon which a number of academic and industrial tools are balsed [
6, 18, 19, 53].

What has been left open is how to obtain the same kind of tawlshie full set
of temporal properties. So far, there was no viable appréadhe use of abstract
interpretation for analogous tools establishing livenasgperties (under fairness as-
sumptions). This chapter presents the rst steps towardss an approach. We believe
that our work may open the door to a series of activities f@riess, similar to the one
mentioned above for safety and invariance.

One basic idea of abstraction is to transform the prograre twhiecked into a more
abstract one, one on which the property still holds. Whennsérderested in termina-
tion under fairness assumptions, we need to solve two prabléhe abstract program
needs to preserve (1) the termination property and (2) ihasfes assumptions (check-
ing liveness can be reduced to fair termination, just asgaéeluces to reachability).
In this chapter, we show how to solve these two problems. \@pgse a transfor-
mation of a program into a node-labeled edge-labeled gragi that the termination
property can be retrieved from the node labels and the fssrassumptions from the
edge labels. (To avoid the possibility of confusion, notd thur method does not check
the absence of loops in the graph.) The transformation iscastransition predicate
abstraction an extension of predicate abstraction that we propose.

The different steps in our automated method for checkingeméss property under
fairness assumptions are:

the reduction of the liveness property to fair terminatitmg reduction is stan-
dard, see.g.[51]);

the transition predicate abstraction-based transfoonaif the progrank into
a node-labeled edge-labeled graph,abstract-transition progran®# ;

23
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local y : natural

“o: while y> 0do
1ry=y 1
2 skip

. y>0
l-y0:y 1

—(F— -0

2: —

y ’
yo=y

Figure 2.1: PrograrhOOP.

a number of termination checks that mark some nodé&’ofis “terminating’;
an algorithm on the automaton underlyiR§ that marks some nodes as “fair";
the method returns “property veri ed' if each “fair' nodensarked “terminating'.

Our conceptual contribution lies in the use of transitioadicates for automated
liveness proofs. Our technical contributions are the atlgor to retrieve fairness in
the abstract program” , and the proof of the correctness of the overall method. We
use both relevant kinds of fairness, which are justice andpassion (to model the
assumption that a transition is eventually taken if it istgmrally resp. in nitely often
enabled).

2.2 Related Work

Our work is most closely related to the work on predicateralbsibn; seee.g.[1, 6,
18, 19, 53]. The key idea of predicate abstraction is to fiamtithe state space of
the program into a nite set of equivalence classes usinglipaeges over states. The
equivalence classes are treated asithgtract stateforming the nodes of a nite graph.
A safety property can then be checked on the abstract system.

Unfortunately, predicate abstraction is inherently lgdito safety properties. That
is because, every suf ciently long computation of the peogr(with the length greater
then the number of abstract states) results in a computetitire abstract system that
contains a loop. l.e., termination (as well as more genemhéss properties) cannot
be preserved by predicate abstraction.

We illustrate the limitation on a very simple progra@OP [21], shown on Fig-
ure 2.1 together with the (slightly simpli ed) control- ograph. The predicatgs= 0
andy > 0 split the data domain of the variabtdanto zeroandpos The corresponding
abstraction transforms the progra/@OPinto the nite-state abstract program shown
on Figure 2.2. That program contains a self-loop at the abistateS,, i.e. is not ter-
minating. The abstract sta corresponds to the conjunctiah_'o * y > 0 denoting
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. ato, S.- at_s,
Z'yzo 2 3'y:0

S

Figure 2.2: Non-terminating abstract-state program.fo®P.

the set of states where the program counter has the vglaedy is strictly positive.
If we split the abstract stat8; (by adding more predicates) then at least one of the
resulting abstract states will have a self-loop, and so on.

In theaugmented abstractidnamework for proving liveness properties, the nite-
state abstraction is annotated by progress monitors oiikeda1, 23, 36, 54]. The
annotation involves the manual construction of rankingfioms or other termination
arguments. Until now, this has been the only known way to av@e the inherit lim-
itation of predicate abstraction to safety properties. dntrast, the method that we
propose does not require the manual construction of tetioimarguments.

In [38] we presented a proof rule for termination and livenkased orransition
invariants In this chapter, we make the rst steps towards realizisgpibtential for
automation.

We note a major difference in the notions of fairness used &aed in [38]. In [38],
we used an automata-theoretic notion of state-based $&sirtoeformalize a uniform
setting. Here we use justice and compassion, two tranditised notions of fairness.
These are the two notions of fairness that are relevant witttreete concurrent pro-
grams. It is widely accepted that one needs a direct tredtofgastice and compas-
sion since the translation to the automata-theoretic nag@rohibitively expensive.
As a consequence, the notion of transition invariant in j88jot applicable as such.
For intuition, an abstract-transition progrd®i can be imagined as a new notion of
transition invariant, one that encodes justice and congasssumptions in a graph
with labeled edges.

The abstract interpretation framework formalizes the eovetive approximation
of xed point expressions [10]. For the veri cation of liveiss properties denoted by
xed points expressions, this approximation involves tineler-approximation of least
xed points or (equivalently) the over-approximation obgitest xed points. Although
possible in principle, the automation of the corresponeéixtgapolation seems dif cult,
and practical technigues (analogous to the extrapolatjomtervals, convex hulls,
Cartesian products, etc.) are not in sight (cf. [4, 15, 45).50

One source of inspiration for the idea of abstracting retetiis the work on higher-
order abstract interpretation in [12]. Its instantiatiortransition predicate abstraction
and its use for liveness with justice and compassion is primpihis paper.

Veri cation diagrams are graphs that are useful to fac®iiteductive proofs of
temporal properties including liveness [5]. Their nodesale sets of states (and not
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Figure 2.3: Abstract-transition prograrmor” .

pairs of states) and are hence close in spirit to abstrat#-programs (and not to the
abstract-transition programs). It may be interesting toster veri cation diagrams
with nodes denoting sets phirs of states, and to come up with according proof rules.

2.3 Abstract-Transition Programs

Informal Description We propose to abstractlationsinstead ofsets of statesand
to usetransition predicatabstraction instead giredicateabstraction. Transition pred-
icates are binary relations over states (gieeg. by assertions over unprimed and
primed program variables).

Transition predicate abstraction goes beyond the ideagifatiing a program by
a nite abstract-statgprogram. Instead, we abstract a program by a ratestract-
transition program. An abstract transition is a binary relation repnésd by a con-
junction of transition predicates. An abstract-transitirogram is given by a nite
directed graph whose nodes are labeled by abstract t@rsitand whose edges are
labeled by program transitions.

On Figure 2.3, we see the abstract-transition progra@P* . One node is labeled
by the abstract transitioFy . It corresponds to the conjunctionénsition predicates

at_ oM at®ory>0ry0 y 1

denoting the set of all pairs of states sY), both at the program locatio. The value
of y is strictly positive in the state and changes to a strictly smaller valuesth The
node labeled byl, refers to states ands® at " respectively atz (with unspeci ed
values fory).

The abstract-transition progran®@OF* abstracts the programmOOP. What does
this mean?

We rstrecall the meaning of abstraction of a program by astert-state program.
If a states has a transition ts® under the execution of the program transitigrthen
there is an edge labeled bybetween two corresponding abstract st&eandS; (i.e.
s2 S;ands®2 Sy).

The meaning of abstraction of a program by an abstractitramprogram is anal-
ogous. If a pair of state(s; s can be “extended' to the pds; s°J by the execution of
the program transition (which is: s° goes tos®under the execution of the transition

), then there is an edge labeled bketween two corresponding abstract transifign
andT, (whichis: (s;s9) 2 Ty and(s;s% 2 T»).

Note thatLOOF* only serves to illustrate the concept of abstract-tramsipro-
grams. To illustrate how our method works to verify termioatand general liveness
properties, we will use concurrent programs with nestegidodn fact, the program
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LOOPis an example of aingle while loopprogram. Our method calls (as a subrou-
tine) a termination check that exists for single while loepgrams (see [8, 37, 49] and
Chapter 4).

We now start the formal de nitions.

Transition Predicates We de ne the building blocks for abstract-transition pro-
grams.

De nition 2.1 (Transition Predicate p) A transition predicat@ is a binary relation
over states.

Usually, transition predicates are given by atomic agsestover unprimed and primed
program variables. We x a transition predicatefor the identity relation.

Id = f(s;9)js2 g

From now on, the formal statements refer to a xaile set of transition predicaté.
The predicateat_" andat®" are implicitly contained irP, for all program loca-

tions”.

De nition 2.2 (Abstract Transition T) An abstract transitiod is a conjunction of

transition predicates. We Writ'ép# for the ( nite) set of abstract transitions. Formally,

TP# = fpr:::%pnjn Oandpg;:::;pn 2 Pg:

Alternatively, we may de ne an abstract transition to be ajoaction in which every
transition predicate appears either positively or negabedhis case, abstract transi-
tions can be identi ed by bit-vectors. The difference isyrglevant for implementa-
tion issues.

An abstract-transition program uses abstract transifioniss node labels:

De nition 2.3 (Abstract-Transition Program P#) An abstract-transition program
P# is a nite directed rooted node-labeled edge-labeled graph

P#* = H.E:voLy;Lgi
where:
V andE are the set of nodes resp. edges,
Vo 2 V is the root node,

Ly :VIT J andLy(vo) = Id,
i.e.,, every node is labeled by an abstract transitidn(v) which we also write
Ty, the root node is labelelt,

Le :E!'T
i.e., every edgéu; v) is labeled by a transition.

We will often use the se¥ of all non-rootnodes (on gures illustrating examples,
we do not showyp).
V. = Vnfwg

We can now de ne the meaning of abstraction of a progfrby an abstract-
transition progranP# . Later on, we present an algorithm for the transformatioa of
programP into an abstract-transition progra® .
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De nition 2.4 (Abstraction P v P#) An abstract-transition programP# =

hV;E;vo;Lv;Lgi is anabstractiorof the programP = h ; ;Ti if for all nodes
vy labeled by, say, the abstract transitidi, and for all transitions of the program
P!

if T, contains a pair of stateés; s° such thats® goes to some stas?®
under the transition , then

there exists a non-root node that is labeled by an abstract transi-
tion T, containing the pails; s%, and

there exists an edge from to v, labeled by .

Formally:
vi 2 V,Ly(vi) = T1,(5;89) 2 Ty, (s%s% 2 implies the existence o 2 V
and(vi;Vv2) 2 E suchthatLg (vi;v2) = and, forLy (v2) = T, (s;8% 2 Ts.

Note that the target nodg in the de nition above must be different from the root node
Vo. However, there may exist a target nogdabeled byld .

In the rest of the chapter, the notatiBrf always refers to an abstract-transition
programP# that is an abstraction the progrémi.e.P v P* .

2.4 Automated AbstractionP 7! P#

Given a nite set of transition predicaté, the algorithm shown on Figure 2.4 takes a
programP and returns a prograf” abstracting itj.e.P v P# .
The algorithm constructs the nodes (and edge$)’ofin a breadth- rst manner.
The set of nodes whose successors have not been yet expletezpain the queu®.
The set of transition predicat®sde nes a unique “best-abstraction’ functiorfor
the abstract domal‘ﬁf . It maps a binary relatiom over states to the smallest abstract
transition containing the relation.
For example, if the set of transition predicates is

P=1fx 0x° x 1,x°=xx° x+1g;
the relation
T=x>0"x%=x 1
is abstracted to the abstract transition
(Ty = x 0~rx° x 1

The algorithm implements the abstraction functionsing the following equality.
N

(T)y = fp2PjT pg

Here, the assertionsandT de ne binary instead of unary relations over states, and
use primed and unprimed variables instead of just unprinagdivles. Everything else

is as in classical predicate abstraction. That is, a theqguewer is called for each
entailmenttestT  p”. If nis the number of predicates, then for each newly created
node and each transitionwe haven calls to the theorem prover. Thus, the theoretical
worst-case number of calls to the theorem prover is the sane @assical predicate
abstraction.



2.5. OVERALL METHOD 29

input
P: program with nite set of transition$
P: nite set of transition predicates
output
abstract-transition progra®* with:
V: set of nodes labeled by abstract transitions
E: set of edges labeled by transitions
begin
Q= empyy queue
=T:. fp2P|T pg
Vo := new node labeled big
V = fvpg
enqueudD, Vo)
E =;
while Q not emptydo
u := dequeudD)
foreach 2T do
T:= (Ty )
if T = ; then continue with next
if existsw 2 V  such thafl = T, then
Vi=w
else
v := new node labeled by
V= V][f vg
enqueue, v)

(u;v) := new edge labeled by
E:=EI[f (u;v)g
od
od
end.

Figure 2.4: Transition predicate abstract®rv! P# .

2.5 Overall Method

Our overall method to check a liveness property of a progradeufairness assump-
tions consists of the ve steps given in the introductiontis tchapter.

We do not further elaborate the rst step, which is the reaturcof the veri cation
problem for general temporal properties to the one for fimination. This step is
standard (cf. [51]), analogous one for safety and reacitabil

We have just presented the second step, the transitioncptedibstraction-based
transformation of the prograf into a node-labeled edge-labeled graph,ahstract-
transition programP# . We now x P# .

The third step checks, for each nodef P# , whether its label, the abstract transi-
tion Ty, is well-founded (and then marks the node accordingly amiteting' or not).

In fact, our method can be parameterized by the well-foundssitest we apply. Here,
we assume that the transition predicates are linear aritbrfemulas (without dis-
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junction). Then we can apply one of the well-foundednegs tsscribed in [8, 37, 49]
and Chapter 4. For intuition, the well-foundedness of atielade ned by a conjunc-
tive formula in primed and unprimed variables is the terrtioraof a corresponding
program that consists of a single while loop. The loop body oantains a simultane-
ous (possibly non-deterministic) update statement. Famgte,x > 0~ x°= x 1
corresponds tavhile x > 0do x := x 1. From our experience, checking well-
foundedness of abstract transitions (termination of simdiile loops) can be done very
ef ciently. For example, our prototype implementation 8%] handles over 500 single
while loops in a couple of milliseconds.

The only missing link is the fourth step of our overall methad algorithm on the
automaton underlyinB# that marks nodes as “fair' resp. “unfair'. Before we give the
formal de nition of each kind of fairness, justice resp. qaa&ssion in Section 2.6 resp.
Section 2.7, we outline the algorithm.

The rst part of the algorithm computes, for each nadea setabqL ) of transi-
tions (which we de ne in the next paragraphg. abdL,) T . The second part
checks a condition oabqL,). That condition is specic to the kind of fairness,
namely (2.1) in Section 2.6 resp. (2.2) in Section 2.7. Therd@hm marks the node
according to the outcome of the check.

In its fth, nal step, our method returns “property veri eédf each “fair' node
is marked “terminating’. Hence, the correctness of our alyenethod follows from
Theorem 2.1 in Section 2.6 resp. Theorem 2.2 in Section 2pkding on the kind of
fairness.

Finite Automata We observe that the graph 8 without the node labels is the
transition graph of a deterministic nite automaton ovee #phabef . Each node

v 2 V de nes an automatoA, whose initial state is the root noag, and whose only

nal state is the node.

Ay = hT;V; ;vo;fvgi
The transition relation is the following.
= f(u; ;v)j(u;v) 2 E is an edge labeled byg

LetL, be the language de ned by the automatopn. We next formalize the fact that
the languagé , covers all relevant compositions of transition relations.

Lemma 2.1
Everyword 1 :::  overtransitionsinT liesinthe languagé, for a non-root node,
unless the composition of the corresponding transitioatrehs is empty. Formally,

L .6 )9 Vv2V 1 2Ly
Proof. By induction ovemn.

The setabqL ) consists of all letters appearing in some word_ip i.e. of all
transitions 2 T labeling the edges that constitute a path from the root npde the
nodev.

\
abqlLy) = fM TjL, Mg

We computeabdL ) by a standard algorithm for nite automata.
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2.6 Justice

Justice is a conditional fairness requirement [33]. It isssiive to the enabledness of
transitions. A transition is enabledon the state if the set of stategs®j (s;s%) 2 g
is not empty. We writeen( ) for the set of states on which the transitiois enabled.

en( ) = fsjexistss’2 suchtha(s;s) 2 g

The justice requirement is represented by alseif just transitionsd T . Every
just transition that is continually enabled beyond a canaiint must be taken in nitely
often.

We make the following assumption on the transition relatiofithe prograni .

Assumption 2.1 (Transition Disjointness forJ ) Transition relation of each just
transition is disjoint from the transition relation of eweother transition. Formally,

81238 2T:16 = ;\ =::

The assumption is not a proper restriction. In fact, it ioautically ful lled by the
transition relations ofPLprograms. For every pair of transitionsand |, that belong
to different processes we have the following transitioatiehs.

C= at Mat® % atm A at®m A
o= at> M at? A atm A at®mOn s
Transitions that belong to the same process are marked Vfighent labels, so they
enabledness sets are disjoint.
We make the following assumption on the enabledness setamdition in the
programP.

Assumption 2.2 (Enabledness fod ) The enabledness set of each just transition is
eitherdisjointor coincideswith the enabledness set of every other transition. Forynall

81238 2T: 16 =)
(en( )\ en()=;_
en( 1) = en( )):
Assumption 2.2 is not a proper restriction either; for comtghess, we give the corre-
sponding syntactic transformation in the appendix.
We de ne an auxiliary predicateist(v; !) as follows.
just(v; 1) = 7 2 abdLy) _
9 2abdLy):en )\ en /)=
Given a non-rootnode 2 V and a transition! , the predicatgust(v; 1) holds if
is either taken or not continually enabled on some path attimgthe rootvy and the
nodev.
Anodev 2 V is marked (justly) “fair' if the predicatist(v; 1) holds for every

just transition. _ _
fair; (v) = 871 2J :just(v; 1) (2.1)

We say that a prograjustly terminatesf it does not have in nite computations
that satisfy the justice requirement.
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Theorem 2.1 (Just Termination) The programP justly terminates if every non-root
“fair marked nodev of the abstract-transition prograr®* is labeled by a well-
founded abstract transitiom, . Formally,

8v 2V :fair; (v) =) weltfoundedT,):

Proof. Assume that the prograf does not justly terminate. We show that there
exists a non-root nodelabeled by a non-well-founded abstract transifignand that
for every just transition! the predicatgust(v; 1) holds.

Let = s;1;s2;::: be anin nite computation induced by the in nite sequence of
transitions = 1; 2;:::,where(si;si+1) 2 | foralli 1, that satis es the justice
requirement.

The computation partitions the set of just transitiods into the setg) d(isabled)
andJ t(@&en) a5 follows. A transition 2 J is in the set] ¢ if it is not continually
enabled. Otherwiség., if is taken in nitely often, we have 2 J !.

LetL = Iy;12;::: be anin nite ordered set of indices ofsuch that forall 1
we have:

Every transition from) ¢ is not enabled on a state lying between the positipns
andlig .
8 23981 19li<p<liu:s,62n )

Every transition fromJ ! is taken on a state lying between the positibns
andlj4q .
8 2J'8i 19|i<p<|i+l:p=

The sell exists since satis es the justice requirement.

For the xed sequencesandL, we choose a functioh that maps a pair of indices
(k;1), wherek < |, fromL to one of the nodes of the abstract-transition progPdim
in the following way. We de nd (k; 1) to be the nod® such that the wordy ::: | 1,
which is a segment of, is in the language, . The functionf exists, by Lemma 2.1.

The functionf induces an equivalence relationon pairs of elements df.

(k;1)  (K%19 ifandonlyif f(k;1)= f (k%19

Since the range df is nite, the equivalence relation has nite index.

By Ramsey's theorem [41], there exists an in nite orderetlafeindicesK =
ki;ko;:::, wherek; 2 L foralli 1, that satis es the following property. All pairs
of elements irK belong to the same equivalence class. That is, there exists-aoot
nodev such that for alk;| 2 K such thatkk < | we havef (k;1) = v. We x the
nodev.

Sincef (ki;ki+1) = vforalli 1, the in nite sequencay,;sk,;::: is induced
by the relatiorr,, .

(SkiiSki,, )2 Ty foralli 1

We conclude that the abstract transitibnis not well-founded.
We show that each transitioh 2 J ! is contained in the set of transitioabq(L ).
By the choice of the sdt and taking into consideration that the gefis a subset of ,
we have
I of Lttt e 10 okt ., aQforalli 1

Since thewordy, ::: k,, 1isinthelanguagé,, we conclude’ 2 abqL,).
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We show that for every? 2 J ¢ there exists a transition 2 abqL,) such that
en( )\ en( 9) = ;. By the choice oL, there exists a positiopin between the
positionsk; andk;+; such that the transitiond is not enabled on the stasg. Thus,
the transition from the stas, to its successor state is induced by a transiti ¢.
We have 2 abdL,). By Assumption 2.2, the se&( ¢) anden( ) are disjoint.

We now illustrate an application of Theorem 2.1 for proviogtjtermination of
example programs.

ANY-DOWN We show the program@NY-DOWN on Figure 1.3 in Chapter 1. We
obtain the control- ow graph shown on Figure 2.5 by taking tsynchronous parallel
composition of the processes. Every transition is just.

We compute the abstract-transition prograny-DOWN* , shown on Figure 2.6,
by taking the following set of transition predicates.

P=fx=0;x=1;y>0y" y 1g

The abstract transitiom; is the only one that is not well-founded. From the graph
of ANY-DOWN* , we obtain the following sedbq(L ).

abali) = f 19

Since the enabledness condition of the transitiprtoincides with the enabledness
condition of the transitiony, the predicatgust(1; 4) does not hold. Hence, the non-
well-foundedness of; is not required for the just termination aNY-DOWN. Since
all other abstract transitions are well-founded, by Theogel, we conclude thaNY-
DOWN justly terminates.

ANY-WHILE ~ We make the programaNY-DOWN more interesting by adding a loop
in the second process. The resulting progrY-WHILE and the control- ow graph
for the parallel composition of its processes are shown gares 2.7 and resp. 2.8.
Every transition is just.

For the set of transition predicates
P=fx=0;x=1; x°=x; x°=0;
y>0y’=y;y" y 1g
we compute the abstract-transition prograRy-WHILE* , shown on Figure 2.9.

We observe that the abstract transitidnsTs, andTg are not well-founded. We
read the following sets from the graphaflY-WHILE* .

abdlLi) = f 19
abdLs) = f sg
abdLe) = f 69
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o x=1;x%= x,
1 yO: y+1
x=1;x°=0,
4:
\ y'=y \
—> 0, Mg )Lo;m]_
: x=0:x%=0,
T y0=y

Tarmy

o x=0:x%= x,
Sy>0y0=y 1

Figure 2.5: Control- ow graph for the parallel compositiohprocesse®; andP, in

ANY-DOWN.

'y

at_"g;at_mo,

T1:at? o: at%mg
x=1

at_"g;at_mg,
Ty a'[o_\o; at°_m1
x=1

K

at_"g;at_myq,
Ty at®,; at®m;y
x=0

Ts:

at_"o;at_myq,
at®,:at%m;
x=0;y>0,
'y 1

at_"g; at_mo,
Ts: at®,; at®m;y
x=1

Figure 2.6: Abstract-transition progratNY-DOWN* .
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local x;y integerwhere x=1;y=1

“o:while x =1 do

P, - iy = y+l Z
L4, while y> 0do
iy =y 1
K P, Mo : while y > 0do
2n mi:x:=0
x=1, y>0,
x0= xy0=y+1 x0= xy0=y 1

—>;\o; ‘;‘2;
Xx61,

x=xy°=y

(1)) x0Zoye
x°=0;y°=y

Figure 2.7: Program@ANY-WHILE .

—0N-y0=
3-X_$’>Xo-_ “ Sma) ) o X =0:x°=0,
Y=y 1 ' y> 0=y

Figure 2.8: Control- ow graph for the parallel compositiofithe processeB; andP;

in ANY-WHILE .
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at o;at_mg,
at® o: at®mg
=1;x°=0, )

TlO .

at_"g;at_mo,

at®,; atmg

x=1;x= 0
y>0

IN

\

&
:

at_’ o0;at_mo, at_ o,at Mo,
at® o:at%mg To: at®,:at®mg
=1;x%=x, | °© g'x=1x° 0
y> 0 y>0y0=y
/1 .
1
at_"g; at_mo,
T, at® o; at®mg
\ 4 x=1; x°—0
y> 0;y°=
at_"g;at_mg,
~at® g at®mg () \
st ) =0:x0= x, s
y>0;y=y
at_"g;at_mo, at_"g; at_mo,
Cat? 5 at%mg T at®,: at’mg
2'x—O x°-x 5 8 x=0:x%= x,
y> 0;y°= y>0y% y 1
/, U
K K
at_"o;at_mg, at_"5;at_mo,
T.: at?,:at’mg T.- at? ,: at®mg
3 x=0;x%= x, 6 x=0;x%= x,
y>0y% y 1 y>0;y°=y
3, 6 6

Figure 2.9: Abstract-transition progratiNY-WHILE * .
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Looking at the control- ow graph on Figure 2.8, we observss tollowing.

en( 1) = en 4)
en( s) = en 2)
en( ¢) = en 3)

This means that the predicatgsst(1; 4), just(5; 2), andjust(6; 3) do not hold.
Hence, the well-foundedness®f; Ts, andTg is not required for the just termination.
We conclude thatNY-DOWN justly terminates.

2.7 Compassion

Compassion is another conditional fairness requiremesit [£ompared to justice,
it is not sensitive to the interruption of transition enairless in nitely many times.
Compassion requirementis represented by &sétompassionateansitionsC T .
Every compassionate transition that is enabled in nitelgin must be taken in nitely
often.

We extend Assumption 2.1 to compassionate transitions. |[¥deextend Assump-
tion 2.2 to compassionate transitions.

Assumption 2.3 (Enabledness fo€) The enabledness set of each compassionate
transition is eitherdisjointor coincideswith the enabledness set of every other transi-
tion.

Again, this assumption is not a proper restriction (see gpeadix for details).
Fpr dealing with compassion, we are interested in the se¢ttdrb (transitions)
abq L,) that appear in every word of the langudge

\
ab Ly)=f jL W\ (Tnfg =9

T

We compute the setbd L) by a standard algorithm.
We de ne an auxiliary predicateomp(v; ©) as follows.
complv; ¢) = €2 abc(lv,) _
8 2abq Ly):en )\ en ©=;
Given a non-rootnode 2 V  and a transition ¢, the predicateomp(v; €) holds if
¢ is either taken on some path connecting the negesidv, orif € is not continually

enabled on every path betweeg andv. If the later case applies, theli may be
continually disabled on every path connectiggandv.

A nodev 2 V is marked (compassionately) “fair' if the predicatemp(v; °©)
holds for every compassionate transition.

fairc(v) = 8 ©2C:compyv; ©) (2.2)

We say that a progragompassionately terminatést does not have in nite com-
putations that satisfy the compassion requirement.

Theorem 2.2 (Compassionate Termination)The progranP compassionately termi-
nates if every non-root “fair' marked nodeof the abstract-transition prograr@* is
labeled by a well-founded abstract transitidp. Formally,

8v 2V :fairc(c) =) weltfoundedT,):
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Proof. Assume that the prograf does not compassionately terminate. We show
that there exists a non-root noddabeled by a non-well-founded abstract transition
Ty, and that for every compassionate transitiérihe predicateomp(v; €) holds.

Let = s;;s7;::: be an in nite computation induced by the in nite sequence
of transitions = 1; 2;:::, where(s;i;si+1) 2 , foralli 1, that satis es the
compassion requirement.

The computation partitions the set of compassionate transiti@risto the sets
cd(isabled ) gngct(aken) as follows. A transition 2 Cis in the setC? if it is not
enabled in nitely often. Otherwise.e., if is taken in nitely often, we have 2 Ct.

LetL = I1;15;::: be anin nite ordered set of indices ofsuch that:

Every transition 2 CY is not enabled on states at positions affter

8 2CY8p Iy:sp62n()

Every transition 2 C! is taken on a state lying between the positibrand|;.;
foralli 1.
8 2C'8i 19li<p<lijy: p=

By de ning an equivalence relation on pair from the kednd applying Ramsey's
theorem along the lines of the proof of Theorem 2.1, we oldaiim nite ordered set
K L and a non-root node with the following property. For every pair of elements
(k;1)in K we have (k;1) = v. Again, we observe that the abstract transifigns not
well-founded. Furthermore, since every transition fréhnis taken on a state between
the positionsk; andk;.; for alli 1, we conclude tha€ is contained in the set of
transitionsabqL ).

By the choice ofL, a transition ¢ 2 CY is not enabled on the stagg for every
positionp in  after the positiork;. Since every transition 2 abq L,) must
appear between the positiokisandk;.; , we conclude that there exists a statauch
thats 2 en( ) ands 62en 9). By Assumption 2.3, the set( 9) anden( ) are
disjoint.

SUB-SKIP  We illustrate Theorem 2.2 on the progra®wB-SKIP, shown on Fig-
ure 2.10. The set of compassionate transitiGmsthe following.

C= 13 30

Every in nite computation of SUB-SKIPmay take the transitior, only nitely many
times, although it is enabled in nitely often, thus, vidlteg the compassion require-
mentC.

We show the abstract transition progr&wB-SKIF on Figure 2.11. We compute
SUB-SKIF* by applying the set of transition predicates below.

° 'y 1g

P=1fy>0y" vy;y

The only non-well-founded abstract transitions dgand T;. We show that

according to Theorem 2.2, the well-foundedness of these ahbsiract transitions

is not needed for proving compassionate termination. Wevdghat the predicates
comp5; ») andcomp(7; ») do not hold.
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local y . integer

‘O:thle y> Odo 3

y=y 1
04 0r 5
b skip
20 Y=y 1
KL 11y>0y'=y
) 1
30 y0=y

Figure 2.10: Prograr8BUB-SKIP.

Figure 2.11: Abstract-transition prograsB-SKIF* .
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From Figure 2.11, we obtain the following sets of transition
abdLs) = abO({-7) = \
abd Ls)=abd L7)=1f 1; 30
Furthermore, we observe (on Figure 2.10)

en( 2) = en 3):

Hence, the predicatesmp5; 2) andcomp(7; ) do not hold.

2.8 Enabledness Assumptions

For completeness, we give the syntactic transformatioAgsumptions 2.2 and 2.3.
We replace every fair transition2 J [C by a set of transitions obtained as follows.
For each bit-vector over the enabledness sets of transifionf g we create a new
transition with the transition relation obtained from by intersecting its enabledness
seten( ) with the set de ned by the bit-vector. The following conditis hold for the
transition relations and the enabledness sets obtaineplitiyng the transition into

o)
~~
I

en( 1)] 1 en(n) (2.3a)
= .1 1 (2.3b)

The set of just (compassionate) transitidn$C) of the program is modi ed by replac-
ing bythesef 1;:::; 0.
We show that the above modi cation preserves the fair teatiim property.

Lemma 2.2
The progranP with the set of just transition¥ justly terminates if it justly terminates
after replacing each just transition by the set of trangigsatisfying Equatio(®2.3).

Proof. Assume that there exists an in nite computatior s;;s;;::: of the original
program that satis es the justice requiremént Since partitioning does not make the
transition relation of the program smaller, see Equatio8lR. is a computation of
the modi ed program.

We show that for every 2 J replaced by the set of transitiofis;;:::; ng, the
computation satis es the justice requirement for eaghwherel i n.
If is disabled in nitely often then each of, forl i n,is disabled in nitely

often. If is continually enabled, and, hence, in nitely often takere consider the
following two cases.

We assume that there exists an enablednessnégt) for somel | n such
that eventually does not leave the sef ;), formally,

91 j n9% 18 kis2en;):

Every transition ;, wherel i 6 |j n, is not continually enabled, by Assump-
tion 2.2. The transition; is taken in nitely often, by Assumption 2.1.

If the assumption above does not hold, then none of the transi;, for1 i
n, is continually enabled.
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Lemma 2.3

The progranP with the set of compassionate transitidbsompassionately terminates
if it compassionately terminates after replacing each casgpnate transition by the
set of transitions satisfying Equati@®.3).

Proof. Assume that there exists an in nite computatiosr s;;s;;::: of the original
program that satis es the compassion requirent&rince partitioning does not make
the transition relation of the program smaller, see Equa@3b), is a computation
of the modi ed program.

We show that for each 2 C replaced by the set of transitiofis;;:::; ng, the
computation satis es the computation requirement for eagchwherel i n.
If is not enabled in nitely often then each of, for 1 i n, is not enabled

in nitely often. If is enabled often, and, hence, in nitely often taken, we od&s
the following two cases.

Foreachl j n suchthatthe san( j) is visited in nitely often, by Assump-
tions 2.1 and 2.3, the transition is taken in nitely often. All other transitions are not
enabled in nitely often.

2.9 Lexicographic Completeness

Our main interest is in fair termination. But let us look alsbtermination. This
allows us to compare the power of transition predicate abgtm with the classical
means to construct termination arguments for programs métted loops, which is
the lexicographic combination of ranking functions (geg.[34]). We show that, if
each lexicographic component of a ranking function for tregpam can be expressed
by some conjunction of transition predicate$’inthen transition predicate abstraction
will construct a termination argument for the program.

The characterization of (plain) termination of a progrBnfnamely, by the well-
foundedness of the abstract transitions labeling the noidbg abstract-transition pro-
gramP?#) is the instance of the characterization of fair terminatichere the set of
fair transitions to be empty.

Termination The programP terminates if every non-root node in the abstract-
transition programP# is labeled by well-founded abstract transitions. Formally

8v 2V :welHoundedT,):

We use the example prograv&STED-LOOPSshown on Figure 1.1 in Chapter 1 to
illustrate our method for plain termination.

We obtain the abstract-transition prograsESTED-LOOP$, shown on Fig-
ure 2.12, by taking the following set of transition predesat

P=1"fx 0,x% xx% x 1
y>0y<xy® 2yg

The programNESTED-LOOPSerminates, since every non-root nodeN&ESTED-
LOOPY is labeled by a well-founded abstract transition.
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\ ’ g ) /2
Q > at_,:at?,,
-

at_g;at?,, T X 0;x°% x,
Yxo ox0 x Zy Ly 2y,

y <X
1 3
L 3
at_"o;at%o, at_ 5 at%
Ta: Ta: ’ !
[4 X O;x°<x] [3 x9< x
3
3f ) l\

at_,;at?,,
Ts: x  O:x%<x,
y 1

2

Figure 2.12: Abstract-transition programESTED-LOOPS .

Let(fq1;:::;fn) be a tuple of functions from the set of statesnto the domains
(W1; 1), ..., (Wy; ) such that ; is an ordering relationi,e. transitive and ir-
re exive, foreachl i n.

lexR;j) = 8(s;s) 2 R:fj(s)  fj(sH~
81 i<jf i(s) ifi(sH
For each functioi; we de ne a pairf; ; fandf; ; f°of transition predicates.
fi i f2= f(s8)ifi(s) ifi(sHg
fi i1 = f(s)ifi(s9) i fi(sIg
Obviously, the transition predicate ; f %is well-founded.
For example, the functiofi (x;y) = x + y, where the variablex andy

range over integers, into the set of natural numbers de hegransition predicates
x+y>x%+ ylandx+y x%+yO0

Theorem 2.3 (Lexicographic Completeness)f the setTj generated by the set of
transition predicate$® contains the relatiorf; ; f°and the relationf; ; f2°for

P, then every non-root node of the abstract prografh obtained by transition predi-
cate abstraction algorithm is labeled by a well-foundedtedxg transition.

P such that the transition predicaties i fioandfi i fioare contained in the set of
abstract transitionff for each componeifit of the tuple.
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We prove for each non-root nodeby induction over the length of a shortest path
the predicatéex(Ty;j) holds. The well-foundedness ©f follows directly.

For the base case, letbe the transition that labels the edge from the ngd® the
nodev. Sincelex ;j) holds forsomg 2 f 1;:::;ng, we have

fi i fP2Te;
81 i<j: fi f021S:

Since is the “best-abstraction' function, we have

fii

()
81 i<j () fi f%

Hence, we concludex(Ty;j) whereT, = ( ).
For the induction step, lat be a predecessor node of a non-root nedeich that
u is on a shortest path fromp to v. Let the predicatéex(T,;j) hold for some index

T, fj 2
and
81 i<jTy. f fl

Fromlex( ;l) we have

i f
and
81 k<l fo «f2
By the transitivity of ; forl i n,we have
Ty fn mfO;
8l i<m:T, fi i f2

Analogously to the base case, we concliedéT, ; m), whereT, = (T, ).

The following example illustrates that transition predéabstraction may apply
to programs whose termination cannot be proven by lexigagcaranking functions
whose components are containedjh.
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:

x0 x 1 x0 x 1
Ti: ! Ta: !
[1 yOXJ ) [“y"yl]

@)

1, 2 P 2

x0y 2 l x0y 2
[TS' yo y 1] 1 Ta: y° x+1]
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1, 2

Figure 2.13: Abstract-transition prograbkOICE’ .

CHOICE We consider the progra®@HOICE shown on Figure 1.2 in Chapter 1. This
program terminates. As one can easily see, no lexicograpinibination of the func-
tions

fi(xy) = x fa(xy) = vy, fa(xiy) = x+y

is a ranking function foCHOICE Executing the transitiory, may strictly increase the
value ofx andx + y, and executing the transition the value ofy may increase.

We compute the abstract-transition prograriOICE* , shown on Figure 2.13, by
taking the following set of transition predicates.

x 1x% y 2
y Ly% x+1;y° xg

Note that the set of abstract transitiﬁﬁ induced by the transition predicates above
contains the transition predicatgs ; f2andf; ; ffor eachi 2 f 1;2;3g (and no
other ranking functions.)

We observe that every non-root nodeGROICE is labeled by a well-founded
abstract transition,e., the progranCHOICE terminates.

2.10 Conclusion

In this chapter, we have proposed the extension of predadz®action to transition
predicate abstraction as a way to overcome the inherenalion of predicate abstrac-
tion to safety properties. Previously, the only known wayptercome this limitation
was to annotate the nite-state abstraction of a programpnogess that involved the
manual construction of ranking functions. We have gone hdybe idea of abstracting
a programto a nite-state program and checking the absefloeps in its nite graph.
Instead, we have given the transformation of a program imite abstract-transition
program. We have given algorithms to check fair terminatinnthe abstract-transition
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program. The two algorithms together yield an automatechotefor the veri ca-
tion of liveness properties under full fairness assumptifustice and compassion).
In conclusion, we have exhibited principles that extendapplicability of predicate
abstraction-based program veri cation to the full set ofif®ral properties.

We believe that our work may trigger a series of activitiesdévelop tools for
checking liveness, similar to the series of activities thate lead to the success of
tools for safety and invariance properties [1, 6, 18, 19, 58though it is too early
for a systematic practical evaluation, we have developediatypical tool that imple-
ments the method described in this chapter and show its phognpractical potential
on concrete examples (including the ones in this chapter).

The logical next step is to investigate counterexampleedriabstraction re ne-
ment [1, 7, 19]. Our tool extracts transition predicatesrfrguards (which yields the
special case of assertions suckxas 0, i.e. in unprimed variables) and transition pred-
icates of the fornrx® eandx® efrom update statemernts=e ). Although this was
suf cient for our experiments so far, an automated couniamegple-driven abstraction
re nement will be desirable at some point. A counterexampiléhere be a relation

1 .. ncorresponding to a path in the graph of an abstract-transiogram, a
path that leads to a “fair', 'non-terminating’ node.

Our algorithm suggests a veri cation methodology where ithfgut to the algo-
rithm is a liveness property without fairness assumptioBse then takes the com-
puted abstract-transition program and its node labelitggriiinating' or not) to derive
what fairness assumptions are required for the livenegseptyto hold. It should be
possible to automate this derivation step.
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Chapter 3

Labeled Transition Invariants

3.1 Introduction

Most temporal properties of concurrent programs only holdar certain assumptions
concerning treatment of program transitions. We typicalied to assume that ev-
ery program transition is eventually taken if continualhabled. This assumption is
known as justice requirement. Furthermore, we requiredbate transitions must be
taken in nitely often if enabled in nitely often. This assuption is called compassion
requirement. One possible way to express justice requinesig to demand that the
starting location of every transition is in nitely oftenfteduring the computatiori,e.,
the control does not stay in some starting location fore@ampassion requirements
can be expressed in a similar way. Thus, we obtain fairnegsrements imposed on
sets of program states. A translation of these requireni@iots speci cation automa-
ton, as needed by the automata-theoretic framework [51y, pneduce a very large
automaton, since the number of fairness requiremerngsjnduced by program tran-
sitions, can be large. When we try to prove the fair termoratf the product of the
synchronous parallel composition of the program and theigagion automaton, we
may face a product program that is too large to be handled layitomated tool or too
incomprehensible for a human applying an interactive tbleince, proof methods that
handle fairness requirements directly and avoid the blpwane desirable.

In this chapter, we describe a proof rule for the veri catiohtemporal proper-
ties that directly accounts for fairness requirementsdnatimposed on sets of states.
We consider the full fairness, including bojistice and compassion We apply the
automata-theoretic framework for the veri cation of gealdlemporal properties, but
we only encode the temporal property (but not the fairnegsirements) into the
speci cation automaton. We translate the acceptance tionddf the product of the
automata-theoretic construction into additional faisyegjuirements, which we handle
in the same way as the fairness requirements of the program.

Our proof rule is based on an extended notion of transitigariants (see Chap-
ter 1). Assume a program together with a transition invagaren by a nite union of
relations. The program is terminating if every relationtia tinion is well-founded.e.,
if the transition invariant is disjunctively well-foundésee Theorem 1.1). Disjunctive
well-foundednessis a too strong condition for provingtfaimination, since it does not
account for the fairness requirements. We propose to exdaaid relation in the nite
union with a set ofabelsthat record the information about the satisfaction of fegs

47
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requirements. Thus, we obtain a setaifeled relationghat forms dabeled transition
invariant Each label corresponds to a fairness requirenmegt, one label for each
program transition that should be handled in a fair way. Alabattached to a relation
if all in nite sequences of program states induced by thatieh falsify the fairness
requirement that corresponds to the label. By a formal aeqrim this chapter (by
Theorem 3.1 below), we can safely ignore the non-well-fadmgss of the relations
that are not labeled by the full set of labels. This means, waken the disjunctive
well-foundedness criterion by taking fairness via the lageinto account. Next, we
describe the condition when a label must be attached to torlaore precisely.

Assume that a transition invariant of the program, whichgsipped with a set of
fairness requirements, contains a non-well-founded aiineits representation as a
nite union of relations. We consider a set of in nite seques over the program states
that is induced by this non-well-founded relation in thddaling way. Given a pair
of states(s; s% from the relation, we choose a computation segment thatrfecis”
the states ands®, i.e. whose rst and last states aseands® respectively. We obtain
an in nite sequence by concatenating the segment withfitaglitely many times.
We consider all such in nite sequences that can be obtainethking all possible
connecting segments for each pair of states in the relatéa.check whether these
sequences satisfy the fairness requirements. If a faimgegsrement is satis ed by
some sequences from the set, then the label that correstuathégairness requirement
is attached to the relation.

The above description does not immediately provide effeatieans to identify or
synthesize labeled transition invariants. Thus, we intoedaninductiveness principle
for labeled transition invariants. This principle allowseoto identify a given set of
labeled relations as dnductivelabeled transition invariant. Testing the inductiveness
amounts to subset inclusion tests between binary relatiogisstates, and between sets
of labels.

We illustrate the proposed proof rule on interesting exasof concurrent pro-
grams. We consider the progra@®RR-ANY-DOWN whose termination relies on the
eventual reliability of a lossy and corrupting communioatchannel. The eventual
reliability is modeled by a fairness requirement. We alsnsider two examples of
mutual exclusion protocols, nameMUX-BAKERY andMUX-TICKET. For each pro-
tocol, we prove the non-starvation propertg, the accessibility of the critical section,
for the rst process. Fairness requirements are neededdiondth the process idling.

Contributions In this chapter, we make the following contributions. Wepmee a
sound and relatively complete proof rule for the veri catiof termination/temporal
properties under fairness requirements imposed on setatebghat accounts for the
fairness requirements directly. We account for speci@atutomata, which we use to
encode general temporal properties, equipped with thédiBtlee generalized Biichi,
and the Streett acceptance conditions in a uniform way. ,Ttwsmethod allows one
to use speci cation automata with the generalized Bicli Hre Streett acceptance
condition, which in general have fewer states and a simpidetlying structure than
the equivalent Blichi automata.

We propose an automated method for the synthesis of lab@lesition invariants
(i.e. the intermediate assertions in our proof rule) by abstnatetrpretation, which
leads to the automation of the proof rule.
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local : channel [1:] of integer
2
local x : integer
where x = 2
] forever do local y: integer
o (§0p where y=0
=x+1 . -
( X3 :while y =0 do
or mi: )y
. :while y > 0do
5: skip Sy o=
or ms:y=y 1
( O

x0=x+1;y%=y ipl xX0=x+1;y%=y

Figure 3.1: Progral@ORR-ANY-DOWN.

Examples We make the examples more interesting by admitting an idhagsition
at each program location. We show control- ow graphs forrepmgram. The idling
transitions are implicit in the program text, but are exgiicshown on the control- ow
graphs. For presentation purposes, we simplify the contimigraphs by composing
straight-line code segments to single transitions. In &s¢ of the chapter we consider
the simpli ed versions of the programs.

For each program, we show the fairness requirements, aedagimon-inductive)
labeled transition invariant with a corresponding infotjoati cation in Sections 3.2
resp. 3.4; the corresponding formal argument is based am@aggr inductive labeled
transition invariant, which we present in Section 3.5.

CORR-ANY-DOWN The program shown on Figure 3.1 is a modi cation of the pro-
gramANY-DOWN from Chapter 1. The communication between the processes tak
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local x;y : integerwhere x=y=0
2 2
02Ioop forever do Mgy Ioop forever do 3
: noncritical : noncritical
2x.—y+1 kP 2ty = x+1
3awaity=0_x 2 awaitxzo_y<x
4 : critical : critical
5 x:=0 Yy = 0
P x0=y+1, y=0_x vy,
: y’=y x°=xy°=y
- © (D eex
O:
x°=0;y%=y =
P x%=x, x=0 _y<Xx, @
2 yo=x+1 x%= x;y0=y
(™) (") ()
~C T
x%=x;y0%=0

Figure 3.2: PrograrmUX-BAKERY .

place over an asynchronous channeThe channel is unreliable. Messages sent over
the channel can be transmitted correctly, get lost or coediguring the transmission.
The transition ( x models a correct transmissioskip models the message loss,
and ( 0 models the message corruption [34]. The temporal propeetyvigh to
prove is termination under the assumption that the secomtkps cannot stay forever
in the locatiorm, wheny 0.

The program termination relies on the assumption that theevaf the variable
is eventually communicated to the varialyle.e., that the channel is eventually reli-
able. We model this assumption by a compassion requiremaighsures a successful
transmission if there are in nitely many attempts to sendessage.

The eventual reliability of the communication channel igdnt not suf cient for
proving termination. We also need to exclude computatianghiich one of the pro-
cesses idles forever when one of its transitions can be taence, we introduce a
justice requirement for each transition.

MUX-BAKERY The progranMUX-BAKERY on Figure 3.2 is a simpli ed version [33]
of the Bakery mutual exclusion protocol [27]. The temporalgerty we wish to verify
is the starvation freedom for the rst process. This meaasWheneveP; leaves the
non-critical section, it will eventually reach the criticgction. The property relies on
justice assumptions that every continuously enableditransvill be eventually taken.
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MUX-TICKET The progranMUX-TICKET on Figure 3.3 is another mutual exclusion
protocol. We verify the starvation freedom property for ttst process. It requires the
same kind of fairness requirements as the progvifR-BAKERY .

local x;y;s;t: integerwhere x=y=s=1t=0;

2 02Ioop forever do 33 2m(Q: loop forever do
. noncritical m1 : noncritical
E 2 (x,t)-—(t,t+1)§ K P, - gmz:(y;t):=(t;t+l)§
3 “await X = s 2 ms:await y= s
* 4 critical my: critical
‘sisi=s+1 ms:s:=s+1
X=Ss,
P, x°=tyo%=y, x%=xy%=y,
S0=s:t0=t+1 0= s;t0=t

_"\/. x0= x;y0=y
s0=s:t0=t
x0=x;y0=y;s%=s+1;t%=t
e, O
P2 x0= x;yO: t, x0= x;yO: Y,
P=s;t0=t+1 s0=s;10=t Idling

RS Op—0

x%=x;y0=y;sP= s+ 1;t%=t

Figure 3.3: PrograrMUX-TICKET.

3.2 Labeled Transition Invariants

Before introducing labeled transition invariants, we falize fairness requirements
imposed on sets of states.
We x aprogramP = h ; ;Ti. Let

\] = f\]la‘]kgy

such thatl; foreachi 2 f 1;:::;kg, be a set ofusticerequirements. Let

C = fhpsaui;:: om; gmig;

such thap;; g foreachi 2 f 1;:::;mg, be a set oEompassiomequirements.

A computation = s;;Sp;::: sat|s es the set of justice requiremerlts when
for eachd 2 J there exist in nitely many positions in  such thats; 2 J. The
computation satis es the set of compassion requiremedtghen for eaclip; g 2 C
either contains only nitely many positionssuch thas; 2 p, or contains in nitely
many positiong such that; 2 q.
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We observe that justice requirements can be translateccartgassion require-
ments as follows. For every justice requireménive extend the set of compassion
requirements by the pdir ; Ji. We assume that all justice requirements are translated
into the compassion requirements, and that the set of caigmaequirement€ con-
tains the translated justice requirements. A speciatinadif the notions presented in
this chapter for an explicit treatment of justice requiremseas straightforward.

LetjCjbe the set of the indices of all compassion requirements.

jCj = f1;:::;mg

We de nelabeled relationswhich we will use as building blocks for labeled transition
invariants.

De nition 3.1 (Labeled Relation) A labeled relatior{T; M) consists of a binary re-
lation T and a set of indiceddbelg M jCj . The labeled relatiofT; M)

hpi; gi, wherei 2 jCj, then the index is an element o .

We writesedT; M) for the set of all computation segments that are capturechby t
labeled relation(T; M).

We de ne labeled transition invariantghat contain an explicit encoding of the
satisfaction of compassion requirements.

De nition 3.2 (Labeled Transition Invariant) A labeled transition invariant is a
nite set of labeled relations such that every computatiegreent is captured by some
labeled relation inL .

We will give a characterization of termination under congi@s requirements using
labeled transition invariants in Section 3.3. Now we shoatgeled transition invariant
for the rst program presented in the introduction to thispter.

CORR-ANY-DOWN First, we describe how we model the asynchronous communica-
tion channel by an integer array of in nite size. We keep track of the piosis in the
array at which the read and write operations take place, hasvthe position at which
the rst successfully transmitted value is written.

Let the variablew(rite ) ranging over the positive integers denote the position at
which the next transmission transition, either correctarupting, will put a message
into the channel. Let the variable (for read) denote the position from which the
next read transition will read a message from the channel .chlannel contains unread
messages.e, the transition ) y can be taken, if <w . Bothw andr are initialized
by 1. We use the variable(alue) to store the rstvalue that is successfully sent over
which is called the “good” value. The varialjposition) stores the position at which
the “good” value is stored in the channel. Initially, betlndp contain the valu®. The
resulting translation of the communication transition® itransitions that manipulate
the variables, w, v, andp is shown in Table 3.1
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| Transition| Translation Comment |

( x if v=0 then (v;p;w):=(x;w;w +1) | rsttransmission
elsew:=w+1 other transmissions
(0 |wi=w+l corrupted transmission
)y if r w then await nothing to read
elseif r = pthen (y;r):=(v;r +1) read the “good” value
elser:=r+1 read other value

Table 3.1: Modeling of the asynchronous communication nkan.

The following set of justice requirements excludes compana in which one of
the processes idles forever when one of its transitions edaken.

J = foat'g;rat’d; rat3; cat’s;
(attmpry=0); : (attmp”~y 60); : (attmy M r<w);
D (atimy My > 0); : at-msg

We extend] with the justice requirement(at_-m,”y  0)that encodes our assump-
tion that the second process cannot stay forever in theitocat, wheny 0. We
assume that not all of the sent messages are either lostropoed,i.e., that the trans-
mitting transition at the locatioi is not ignored forever. We model this assumption
by the following compassion requirement.

C = fhaty; at-"Jig

After translation of each justice requirement into a corsasrequirement, we obtain
eleven compassion requirements (including the compassiprirement shown above).

The set of the labeled relations below is a labeled tramsitigariant for the pro-
gramCORR-ANY-DOWN.

Ly = (v=07v0>Q, f1;:::;119)

L = (r=w/rrP=rrwi>w, f1;:::;11g)

Lz = (r p~rr9>r2rpl=p, f1;:::;110)

Ly = (y>0~ryo<y, f1;:::;119)

L> = (T, f1,:::;1lgnfig)fori 2f1;:::;11g
L? = (ati~at?y, f1;:::;11g)fori 6 j 211;3;5;50
Lg = (at-m; ~ at®m;, f1,:::;11g)fori 6 j 2f0;:::;3g

All computation segments that are loops wrt. location lalzald whose in nite con-
catenations may satisfy all compassion requirements grteireal by the labeled re-
lationsLq;L,; L3, andL4. The rst three labeled relations capture the computation
segments that start at the locatiang or m;. The labeled relatioh ; captures the
segments that contain the rst successful transmisslop captures the segments in
which unread messages appear in the chatngetontains the segments on which the
second process reads corrupted messages from the chatihiereaches the “good”
one.

The labeled relatioh 4 captures the segments that start at the locationsr ms.

The value of the variablg decreases until it reach@sThe labeled relationis®, where
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compassion requirements.
All other computation segments are captured by the labeldionsL® , where

ij
i6j2f13;5:50,andL{ , wherei 6 j 2f0;:::;3g.

3.3 Termination under Compassion

We give adirect characterization of termination under compassion requergs via
labeled transition invariant&ge., a translation of the compassion requirements into a
Buchi automaton and an application of the automata-thiedramework of [51] is not
needed.

Theorem 3.1 (Termination under Compassion)The programP terminates under
the set of compassion requiremetsf and only if there exists a labeled transition
invariant L such that for every labeled relatiofi; M) in L, eitherjCj 6 M or the
relationT is well-founded.

Proof. if-direction: For a proof by contraposition, assume thét a labeled transition
invariant such that for eacT;M) 2 L holds that eithejCj 6 M or the relationT

is well-founded, and tha® does not terminate under the compassion requirent&nts
We will show that there exists a labeled relat{@ M) in L such that the relatiom is
not well-founded angCj= M.

By the assumption th& does not terminate und€; there exists an in nite com-
putation = s3;sp;::: that satis es all compassion requirements.

We partition the sgCjof indices of compassion requirements into two subj&its
andjCj" as follows. An inde) (of the compassion requiremdny ; g i) is an element
of the subsejCf’ if there exist only nitely many positions in ~ such thats; 2 p;;
otherwise,j is an element of the subsfj’. There exists a position such that for
eachi r and for each 2 jCj° we haves; 62 .

LetH = hj;hy;::: be an in nite ordered set of positions insuch thath; = r
and for each  1and for each 2 jCj? there exist a positioh between the positions
h; andh;.; with s, 2 g . Since satis es all compassion requirements such aet
exists.

For the xed and the xedH, we choose a functioh that maps an ordered
pair (k; 1), wherek < | , of indices inH to one of the labeled relations in the labeled
transition invariantg as follows.

f(k;1) = (T;M)2L suchtha(sg;:::;5) 2 sedT; M)

Such a functiorf exists since is a labeled transition invariant.
The functionf induces an equivalence relation on ordered pairs of elements
fromH.

(kD) (K519 = (k)= f(K519

The equivalence relation has nite index since the range bfis nite.

By Ramsey's theorem [41], there exists an in nite orderetafgpositionsK =
ki;ko;:::, whereki 2 H for all i 1, with the following property. All pairs of
elements irK belong to the same equivalence class, [gay,n)] with m;n 2 K.
Thatis, for allk;1 2 K such thak <| we have(k;l) (m;n). We x m andn. Let
(Tmn ; M ) denote the labeled relatidr{m; n).
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Since(ki;ki+1) (m;n)foralli 1, the functionf maps the paik;; ki+1 ) to
(Tmn;Mmn ) foralli 1. Hence, the in nite sequenc®, ; Sk,;::: is induced by the
relationTpyy , i.€.,

(SkiiSkisy ) 2 T ; foralli - 1

Hence, the relatioffyy, is not well-founded.

By the choice of elements iH the following claims hold. For every k; and
for everyj 2 jCjP the states; is not an element of; . For everyi 1 and for every
j 2jCj" there exists a positiok between the positiorlg andk;+1 such thaty 2 g .
Hence, for every  1the in nite sequence

satis es all compassion requirements. We conclitg, = jCj.

only if-direction: Assume that the prograbh terminates under the compassion re-
quirementL. LetL be a set of labeled relations de ned as follows. For eachetubs
M of jCjlet (T;M) be a labeled relation ih such that a pair of statds;s?) is an
element of the relatiof if there exists a computation segment:::;s, such that
s1 = s, sy = s and the following equality holds.

M = fj 2jCjj (s1 62 and::: ands, 62p) or
sp2qgor::iorsp 2gg

invariant. Note that contains only one relation that is labeled by the set of iesliaf
all compassion requirements

We show, by contraposition, that for the labeled relaionCj) in L we have that
the relationT is well-founded.

Assume that there exists an in nite sequence of stsites?; : : : suchthafs';s'*)
is an elementof foralli  1,i.e, the relatioriT is not well-founded. Sincg';: ::;s?
is a computation segment, the statés accessible from some initial state2 . Fur-
thermore, forall 1 there exists a computation segmesit:::;s' ™) 2 sedT;|C)
connecting the states ands'*! . For connecting the states ands'*' we choose
a computation segment in the s&d T;jC)) whose in nite concatenation satis es all
compassion requirementsji@j. Such a segment exists by constructio{DfjCj). We
conclude that there exists an in nite computatiore s;;:::;s%;:::;8%;:::. Next,
we prove that satis es all compassion requirements.

For eachj 2 jCj, by the condition for the paifs';s'*') to be an element of,
the following holds. Either there exists an index 1 such that for each r

many computation segments in whichpastate appears, anddgp-state appears as
well. Hence, satis es all compassion requirements.

There is a contradiction to our assumption tRaterminates under the compassion
requirement<.

CORR-ANY-DOWN The labeled transition invariant shown in Section 3.2 sgithe

condition of Theorem 3.1. The labeled relatians L »; L 3, L 4, Lﬁ , andLg are well-
founded. None of the labeled relatioh§ needs to have a well-foundddrelation,
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at_"f1.3.49 at_'f1.3g

at_"3 A
©

Figure 3.4: Biichi automaton forG(at_"3 ! F(at_"4)).

since their labels does not contain the indices of all cosipagequirements. Hence,
the programCORR-ANY-DOWN is terminating under the assumptions that the com-
munication channel is eventually reliable, and that erchbiensitions are eventually
taken.

3.4 Temporal Properties under Compassion

Given the progran® , we verify a temporal property under the compassion require-
mentsC by applying the automata-theoretic framework [51]. We assthat the prop-
erty is given by a (possibly in nite-state) speci cationtamatonA that accepts ex-
actly the in nite sequences of program states that violateproperty . We do not
encode the compassion requirements into the automaton.

Next, we give characterizations of the validity of the temgdproperty given by a
speci cation automatoA for the cases whef is a Buichi automaton, a generalized
Buichi automaton, and a Streett automaton.

Automaton A with Blchi Acceptance Condition Let A be a Biichi automaton
with the set of state® and the acceptance conditibn Q. Let the prograni jjA
be the product of the synchronous parallel compositida ahdA

Remark 3.1 The progranP with the compassion requiremeriisatis es the property
given by the Bchiautomatod\ if and only if the progranPjjA terminates under
the compassion requiremer@s shown below.

G = fhp Qg Qijhpid2Cglth  Q  Fig (3.1)

We show labeled transition invariants for the progra®jA , whereP is the
second resp. third program from the introduction, and tltoperty is given by a
Buchi automatom\

MUX-BAKERY We encode the starvation freedom property for the rst psscey
the temporal formul&(at-"3 ! F(at-"4)). A corresponding Biichi automaton for its
negation is shown on Figure 3.4. The automaton has the séateS6q; g= g. The
stategr is accepting.

First, we show a transition invariafitfor the parallel composition of the program
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with the automaton. The transition invarianis the union of the relations below.

T1= at.q

T,= atg “at 3" y=0"x%=x"yl=y

Ts= atg "at 3" x yrxP=x"y0=y

Ts= atge »atmzry<x A x%= xnryl=y

Ts= atge » atmy A x%= x~yO=y

Te= atge N y<x A x%=x"yo>x

T/ = atqg " at’q fori6j 2f1;Fg
Ty = at’i~at fori ) 2f1;3;4g
TP = atm; ~ at?m fori 6 j 2f1;3;4g

All computation segments that are loops wrt. the locatidrels.and do not visit the
Bichi accepting state are captured by the relalipnAll other loops, which visit the
Biichi accepting state, are captured by the relatibnds, T4, Ts, andTg as follows.
Loops that are induced by idling when one of the transitiensriabled are captured
by the relationdz, T3, T4, andTs. The location 3 cannot be left while staying in the
Bichi accepting state because the only way to I€avis via the location 4, which
is excluded by the transition relation of the Buchi autammat Hence, the idling in
the locations' ; and 4 is not possible in the Biichi accepting state. Loops that are
induced by idling at the locatiom; are captured by the relatidi, since in this case,
when staying in the Biichi accepting state, the rst progsss the location 3 and the
value of the variablg is 0. The relationTg captures the loops where the rst process
becomes enabled for entering the critical section.

The relationsT; wherei 6 j 2 f1;Fg, T? andT? wherei 6 j 2 f1,3;4g
capture computation segments that are not loops wrt. ttagitotlabels of either the
Biichi automaton or one of the processes.

not prove that the product program terminates by applyingofém 1.1. We show
that these relations capture computation segments whasteinoncatenations vio-
late some fairness requirements, which we describe nedf,fence, their non-well-
foundedness can be safely ignored.

The following set of justice requirements excludes comjrtaof the program
MUX-BAKERY in which one of the processes idles forever in any but the erdizal
location when one of its transitions can be taken.

J = f(at3M(y=0_x y));:at,
D(atimg M (x =0 _y <x)); : at_mug

We translate] into a set of compassion requiremefits Both C and the Biichi ac-
ceptance condition translate to the set of compassionn&gents (as described by
Equation (3.1)) that contains ve requirements.

We observe that the relatidn captures all computation segments that do not visit
the Biichi accepting state, thus violating the compassqguirement inG that is in-
duced by the Biichi acceptance condition, whose index ia Bité concatenations of
computation segments captured by the labeled reldtjoand T3 violate the compas-
sion requirement il that is induced by the rst justice requirement (indexed By 1
Analogous observations hold for the relatidnsandTs together with the third and the
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fourth justice requirement respectively. We show belowteelad transition invariant
L for the parallel composition of the program and the automato

L: = (T1, f1,2;3;49)
Lo = (T2, f2;3,4,50)
Ls = (T3, 2,3;4;59)
Ls = (T4, f1,2,4,50)
Ls = (Ts, f1;2,3;59)
Le = (Te, f1;:::;50)
Lf = (T/, f1:::;;5g)fori 6 2f1Fg

L® = (T?, f1:::;5g)fori 6 2f1;34g

LY = (T?, f1:::;5g)fori 6 2f1;34g

By Theorem 3.1 and Remark 3.1, the progradX-BAKERY satis es the non-

starvation property for the rst process, since the reladiog; Tij7 ; TiJS, andTiJQ, which

are labeled by the set of indices of all compassion requingyaee well-founded.

MUX-TICKET We prove that the rst process iMUX-TICKET satis es the non-
starvation propertys(at_"3 ! F(at_"4)) (see Figure 3.4 for the corresponding Buichi
automaton) under the following set of justice requirements

J = fi(at3Mx=59);:at 'y

(atimz Ny =s); @ at_mug

The set of the labeled relations below is a labeled tramsitigariant for the parallel
compositionMUX-TICKET with the Biichi automaton.

L = (ata, f1;2;3;49)
L, = (at'3~x=s"x%=x"s=s,  23;4;50)
Lz = (atmgty=sry’=ynrs®=s,  f1;2,4;50)
Ly = (atimg” x%=x~ry%=ynrsP=s,  1;2;3;50)

Ls = (s<x"xP=x~"rg>s, f1;:::;50)

L? = (atg” atlq, f1,:::;59)fori 6 j 2f1;Fg
Lﬁ = (at~at%y, f1;:::;5q0)fori 6 j 2f1;3;4q
L8 = (atm;” at?m;, f1;:::;5g)fori 6 j 2f1;3;49

The labeled relationk1;L;L3;L4, andLs capture computation segments that are
loops wrt. the location labels; the justi cation is simil@rthe exampl&UX-BAKERY .

All computation segments that are not loops are capturetidyabeled relationlsf?
wherei 6 j 2f1;Fg,L{ andL} wherei 6 j 2f 1;3;4g.

Automaton A  with Generalized Biichi Acceptance Condition Generalized
Biichi automata are automata on in nite words equipped witlitiple sets of accept-
ing states. We account for the generalized Biichi acceptanndition directly, by
translating it into a set of justice requirements. Since wedt translate the automa-
ton into a degeneralized one, we avoid the correspondingése of the automaton
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size. The characterization of the validity of a temporalgemy given by a general-
ized Buichi automaton follows the lines of the previous gaaph (dealing with “plain”
Biichi automata).

Automaton A with Streett Acceptance Condition The Streett acceptance condi-
tion is a nite collection of paird (L;;U;) ji 2 1 gindexed byl suchthat;;U; Q
foralli 2 1. The automaton accepts a wordf it has a rung;; ;::: on such
that for everyi 2 1, if there are in nitely manyj's such thatgy 2 L; then there are
in nitely many j's such thatgg 2 U;. We note a direct relationship between Streett
acceptance conditions and compassion requirements.

A characterization of the validity of a temporal propertyagi by a Streett automa-
ton A is similar to the case wheA is a Biichi automaton. The translation of the
Streett acceptance condition into a set of compassionnegents for the synchronous
parallel composition of the prograf with the Streett automatod s straightfor-
ward.

3.5 Proof Rule

In this section, we formulate a proof rule for the veri cati@of temporal properties
of concurrent programs under compassion requirements.piide rule is based of
inductive labeled transition invariants, and accountgtiercompassion requirements
in an explicit way.

First, we de ne the following auxiliary functions that mapts of program states
into sets of indices of compassion requirements. For a s#atésS we have

NongS)
Somé€S)

fj 2iCjj S\ p =:9;
fj 2jCjj S\ ¢ 6 ;0:

We re ne the notion of labeled relation for a more precisecartting of compassion
requirements.

De nition 3.3 (Labeled Relation (Re ned)) A labeled relation(T; P; Q) consists of
a binary relationT and two sets of indicetapeld P;Q jCj . The labeled

We writesedT; P; Q) for the set of all computation segments that are capturedhby t
labeled relation(T; P; Q).

From now on, we use the re ned version of labeled relations.
We de ne the orderinde on labeled relations. We have

(T1;P1; Q1) E (T2;P2;Q2)
if the following three conditions hold.
T T P1 P2 Qi Q2

We introduce the ordering for a practical reason. Testing wheth{@s; P1; Q1) E
(T2; P2; Q2) holds amounts to entailment tests between relations asd$étdices
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vs. entailment tests between implicitly denoted sets ofpuatiation segments that are
needed for checkingedT1; P1; Q1) sedT2; P2; Q2). Note that the orderinge
approximates the subset inclusion ordering between tiseofebmputation segments
captured by labeled relations, as we formalize in Remark 3.2

Remark 3.2 The relationE is an approximation of the entailment relation between
the sets of computation segments that are captured by tvadddivelations. Formally,

(T1;P1;Q1) E (T2;P2;Q2) =)  sedT1;P1;Q1)  sedTz; P2; Qa):
We canonically extend the orderifigto sets of labeled relationise., we have
f(Ti;Pi;Qi)ji21g E f(Tj;P;Q)jj 239
if the following condition holds.
8i219 2J(Ti;Pi;Qi) E(Tj;:P;Qj)

We canonically extend the functiodneandSometo binary relations. Given a
relationT , the extension yields the following.

Nong(T) Nong(f s1; s20)

(s1;82)2T

Somé€T)

Soméf s;; S20)
(s1552)2T

We de ne alabeledcomposition operator that composes labeled relatiofis P; Q)
with transition relations . The product of the composition is a labeled relation. The
symbol denotes the relational composition operator.

(T;P;Q) = (T ;P\ NondT  );Q[ SomdT ))

The following lemma indicates that the labeled composit®ircompatible’ with the
relational composition operator.

Lemma 3.1 Every extension of a computation segment that is captureallbpeled
relation(T; P; Q) by a segment consisting of a pair of states in a transitioatieh
is captured by the labeled composition(@f P; Q) and . Formally,

tion (T; P; Q), and let(s,; sn+1 ) be an element of the transition relation. By the
de nition of labeled relations, for the set of indices of cpassion requirements

we haveP, P. Furthermore, for the set of indices

Pns1 = Nonefsi;:ii;sn;Sn+10)
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holdsP,+1  Nongfsi;sn+1g) NongT )y andP,+1  P,. Hence, we have
Pn+1 P andPp+1 NongT ). We concludePp 41 P\ NongqT ).
Analogously, we have

Somdfsy;:ii;sng)  Q;

Qns1 = SOMEfsy;:ii;Sn;Sn+10)

holds Qn+1 Q[ Som€gT ). The pair of state¢s;;sn+1) is an element of
the relational compositiom , since(s1;sn) is an element of the relatioh. We

De nition 3.4 (Inductive Labeled Relations) A set of labeled relationis is inductive
for the programP with the set of transition§ and the set of compassion requirements
Cif the following two conditions hold.

f( ;Nong );Somé€ ))j 2Tg E L
f(T;P;Q) j(T;:P;Q)2Land 2Tg E L

Remark 3.3 We obtain a weaker de nition of inductive labeled relatidnsrestrict-
ing the transition relations in the rst condition of De nition 3.4 to the accessible
statesAcc.

Next, we prove that an inductive set of labeled relations lakeeled transition
invariant. We will call such labeled transition invariairiguctive

Theorem 3.2 An inductive set of labeled relatiors for the programP is a labeled
transition invariant forP .

Proof. Given an inductive set of labeled relatidnswe show that every computation

segment length.

Lets;; sy suchthags;;s;) 2, where isaprogram transition, be a computation
segment. From the inclusiom$ongf s;; s2Q) Nong ) and Somédf si;s2Q)
Som€ ) follows directly that the segmest; s, is captured by the labeled relation
( ;Nong );Som€ )).ByRemark3.2, we have thatthe segn&ns; is captured
by some labeled relation in, which isE -greater thart ; Nong );Somé )).

The induction assumption is that the computation segregnt :; s, is captured
by a labeled relatioT;P; Q) from L. Let (sh;Sh+1) be an element of . By
Lemma 3.1, we havés;;:::;sn;Sn+1) 2 sed(T;P;Q) ). By Remark 3.2, the

than(T; P; Q)

For legibility, we split the proof rule for the veri cationfaemporal properties into
two (speci c) ones. The rst proof rule deals with terminai, the second one deals
with (general) temporal properties.



62 CHAPTER 3. LABELED TRANSITION INVARIANTS

ProgramP with:
set of states ,
set of transitiong’,

set of compassion requireme@s fhpy; cui;:::; MPm; Gnig,
SetjCj= f1;:::;mg,
Set of labeled relationis = f(T1; P1;Q1);:::; (Th; Pn; Qn)g with:
Ti andP;; Q; jCj foralli 2f1;:::;ng
P1: f( ;Nonq );Somé€ ))j 2TgEL

P2: f(T;P;Q) j(M;P;Q)2Land 2TgE L
P3: T well-founded 0iCj8 P; [ Q; foreachi 2f1;:::;ng

P terminates under compassion requiremeéhts

Figure 3.5: RuleCOMP-TERM termination under compassion requirements.

Proof Rule COMP-TERM Theorems 3.1 and 3.2 give rise to a proof m@vP-TERM
for termination under compassion requirements, shown garEi3.5.

Theorem 3.3 The ruleCOMP-TERMis sound and semantically complete.

Proof. First, we prove the soundness. Lelbe a set of labeled relations that satis es all
premises of the proof ruleOMP-TERM LetLU(""ed ) pe a set of unre ned labeled
relations (recall De nition 3.1) de ned as follows.

LY = f(;P[QIj(T;P;Q)2Lg

We observe that each computation segnsgnt: : ; s, that is captured byT; P; Q) is
also captured b{T; P [ Q), since the set of compassion requirements that are satis ed
by the in nite concatenatiorfs;;:::;s,)' is a subset oP [ Q. SinceL satis es
the premises P1 and P2, by Theorem 3.2, we havelthatan inductive transition
invariants. Hence, the set'(""ed ) captures all computation segments as wesl,
itis a unre ned labeled transition invariants (recall Déion 3.2). By premise P3, for
every unre ned labeled relatiof; P [ Q) in LY such thajfCj= P [ Q we have that
the relationT is well-founded. By Theorem 3.1, the progrémterminates under the
compassion requirements

Now we prove the semantic completeness. We assume thattgeapr terminates
under the compassion requireme@tsWe construct a sdt of labeled relations that
satis es all premises of the proof ruOMP-TERM LetL be a set of labeled relations
de ned as follows. For each pair of sets of indides jCj andQ jCj let(T;P;Q)
be a labeled relation ih such that a pair of statés; s”) is an element of the relation
T if there exists a computation segmest:::;s, suchthats; = s, s, = s P =

transition invariant.
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The proof that for each labeled relatigh; P; Q) in L eitherjCj6 P [ Q orthe
relationT is well-founded follows the lines of the corresponding prthe proof of
Theorem 3.1.

We prove that the labeled transition invarianis inductive. We make the following
assumptions on the transition relations where 2 T .

Assumption 3.1 For every pair(s;; S;) of states in the transition relation , where
2 T, the sequencs;; s; is a computation segment.

This assumption is not a proper restriction. Theoretically can always restrict the
transition relation to the accessible states. Alterntiwee may use a weaker version
of the proof rule whose rst premise restricts the transitielations to the accessible
states (see Remark 3.3).

Assumption 3.2 For each transition 2 T there exists two sets of indicBsand Q
of compassion requirements such that for every psirs;) of states in we have
P = Nongf s;;s,09) andQ = Soméf s;;s,0).

This assumption can be established by splitting every itiangelation according to
the sets that appear in the fairness requirements, analygouhe procedure described
in Section 2.8.

First, we show that for every program transiton 2 T the condition
( ;Nong );Somé€ )) E (T;P;Q) holds for the labeled relatiofiT; P; Q) 2 L
suchthaP = Nonq )andQ = Som€ ). Weneedtoprove T. Forevery pair
of stateqs;s”) in  the sequencs; s’is a computation segment, by Assumption 3.1.
Furthermore, we hawdong(f s; s%g) = P andSoméfs;s%) = Q, by Assumptior8:2.
Hence, by construction of the labeled relat{dn P; Q), the pair(s; s) is an element
of the relationT .

Next, we show that for every labeled relatifhy ; P1; Q1) 2 L and for every tran-
sition 2 T holds

(T1;P1; Q1) E (T2;P2;Q2);
where(T2; P2; Q2) is the labeled relation ih such thaP, = P;\ NongT; ) and
Q2= Q1 SomdT; ). Again, we need to prové; Ts.

We note the following auxiliary statement. For every (airs) of states inl; we
have

P,  Nongf sg) Soméfsg) Qi
P, Nongfsd) Somdfs%) Qi:

To justify the statement above for the péir; %) 2 Ti, we consider a computation

de nitions of NoneandSome our auxiliary statement follows directly.
Now we are ready to proveé; T,. For a pair of state¢s;;s,) 2 Ty
there exists a computation segment:::;s, thatis captured by the labeled relation



64 CHAPTER 3. LABELED TRANSITION INVARIANTS

from which (s1;sh+1) 2 T follows directly, by construction ofT,; P2; Q2). We
follow the chain of observations below.

Nongfs1;:::;Sn;Sn+10)
= P1\ Nongfsh;Sh+10)
= Py \ Nongfsp;sn+10)\ Nongfsg)  sinceP;  Nongf sg)
(s:s92Ty
[ (s%s%992
=P\ (Nondfsg)\ Nongfsn;sn+1 Q)
(s:892T,
(s%s992
=P\ (Nong(fsg) \ Nongf s% s°)) by Assumptior:2
(s5592T;
(s%s992
= (Nong(fs; s°9) \ Nongfs%g)\ P;)
(55592Ts
(s%s%92
= (Nong(fs; ")\ P;) sinceP;  Nongf s%)
(55592Ts
(s%s992
= P\ NOI’]dTl )
The proof ofSoméfsy;:::;Sn;Sn+10) = Q1[ SomeT; ) is analogous.

Proof Rule COMP-LIVENESS We show a proof ruleeOMP-LIVENESSfor the ver-

i cation of programs with compassion requirements wrt. giexh temporal properties
given by Bichi automata on Figure 3.6. The proof rule is a insation of the proof
rule COMP-TERM we account for the temporal property by following Remark. 3A
proof rule for the case when the property is given by a geize@Buchi automaton
or a Streett automaton can by obtained from the @@dP-LIVENESSIn a straightfor-
ward way.

We look again at our examples.

CORR-ANY-DOWN We have computed an inductive labeled transition invartiaait
satis es all premises of the proof ruOMP-TERMby applying our prototype imple-
mentation of the method that we will present in Section 3.6e Tomputed inductive
labeled transition invariant is too large to be shown hereomtains re ned versions of
some (unre ned) labeled relations from the (non-indudtia@eled transition invariant
for CORR-ANY-DOWNthat we presented in Section 3.2. Furthermore, it contalds a
tional labeled relations that are required to establistirttiectiveness, e., the premises
P1 and P2 of the proof ruleOMP-TERM

MUX-BAKERY An inductive labeled transition invariant for the producdgram con-

sists of the labeled relations below. We show only thoseléabelations that are loops

wrt. the location labels of the processes and the Blichinaaton. \We omit the conjunct
9=, which denotes loops wrt. location labels, in each assekt@ow.
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ProgramP with:
set of states ,
set of compassion requireme@s

Property

Buchi automato®\  with:
set of state®),
set of accepting statés,

Parallel composition oP andA is programPjjA  with:
set of states j = Q,
set of transitiong’,
set of compassion requirements

G =fhp Qg Qijhp;g2Cg[fh Q; Fig,
Ti i j andP;;Q; jCjjforalli2f1;:::;ng
P1: f( ;Nonq );Somd ))j 2TgE L

P2: f(T;P;Q) j(M;P;Q)2Land 2TgE L
P3: T, well-founded 0ijGj6& P; [ Q; foreachi 2f 1;:::;ng

P satisfy under compassion requiremefts

Figure 3.6: RulecOMP-LIVENESS temporal property under compassion requirements.

(at-ou, ., 11,2,3;4g)
(atzMatge A x y~rx0=xny0=y, ., 12;3,4,50)
(ats”atmpMatge "y=0"ry<x A" x°=x~ry0=y ;, {2,3;4;50)
(atsMatmgMatge "y<x A x0=x"ry0=y, ., f1,2;4;50)
(atsMatmgMatge "y<x A x0=xnry0=y, ., f1,2;3;50)
(atsMatmgMatge "y<x A x0=xryO>x Ay oy f1;::1;50)
(atsratmgMatge "y<x A x0=xAryO>xAy0 oy f1;:::;50)

Each relation that is labeled by the gédt :::;5g, which contains the indices of all
compassion requirements, is well-founded. By the proad @OMP-LIVENESS the
programMUX-BAKERY satis es the non-starvation property.

MUX-TICKET Again, we show only the labeled relation of the inductiveelalol tran-
sition invariant that are loops wrt. the location labels) are omit the conjunct®=
in each assertion below.
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(at-u, ., 11,2,3,4g)
(at 3™ atmi M at_gp A x = sA x0= xry0=yAr 0= :  £2;3;4;50)
(at 3™ atms M at_gp A x = sA x0= xry0=yArs0=5 :  2;3;4;50)
(at 3™ atmz M atgp Ay =sA x0=xry0=yArsPl=s ;. f1;2;4;50)
(at 3N atmz M atgp Ay =sA x0=x"ry0=yrsP=s5 ;. f1;2;4;50)
(at 3™ atmg M at_gp A x0= x M y0= yr 0=, ., f1,2;3;50)
(at 3N atmp M at_gp A s<x A x0= x" 0> s, ;, f1,:::;50)
(at3” atmz M at_gp A s<x A x0= x" 0> s, ;, f1,:::;50)
(at_ 3™ atmg ™ at.ge A s<x A x%= x"r s¥> s, ., f1;:::;50)

It is easy to see that every relation labeled by thd &gt: : ; 59 containing the indices
of all compassion requirements is well-founded. Hencentire starvation property is
satis ed by the progranMUX-TICKET.

3.6 Automated Synthesis

We apply the Galois connection approach for abstract intéafion [10] to propose a
method for the automated synthesis of labeled transitieariants. We de ne opera-

tors on the domain of labeled relations whose least xed soéme labeled transition
invariants. By applying the idea, proposed in Chapter 2,bstracting binary rela-

tions over the program states we obtain an abstract intatpye based method for the
automated synthesis of labeled transition invariants.

Fixed Point Operator For the given progran® with the set of transitiond we
de ne an operatoF on the domain of labeled relations as follows.

F (T;P;Q) = f(T;P:Q) j 2Tg

Lemma 3.2 The operatof= is monotonic wrt. the ordering& on labeled relations.
Formally,

(T1;P1;Q1) E (T2;P2;Q2) =) F (T1;P1;Q1) EF (T2;P2;Q2):

Proof.  Let (T1;P1; Q1) and(Ty; P2; Q2) be a pair of labeled relations such that
(T1; P1; Q1) E (T2; P2; Q). SinceT; Ty, foreach 2T we have

[
Nongf s; s%) Nong(fs; s%);
(si9)2T; (sis9)2T

i.e., we haveNongT; )  NongT; ). Analogously, for each 2 T holds
Somé€T; )  SomdT, ). Foreach 2 T we conclud€Ty;P;1; Q1) E

(T2; P2; Q2)

Abstraction Given a concrete and an abstract domalds () resp. D¥ ;v) for
binary relations over the program states, we de ne the agteand abstract domains
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D resp. D* for labeled relations (wher€j is the set of indices of the compassion
requirements).

D D 2Ci i€
D* = D* 2¢ 2C

The domainsD is ordered by the relatioE. We de ne the orderingge# on the
abstract domaid” as follows. We have
(T{ ;P1;Q1) E* (TS ;P2;Q2)
if the following three conditions hold.
v T Pi P, A Q
Given an abstraction function and the concretization functionfor binary rela-
tions over the program states that form a Galois connectiende ne an abstraction
function  for labeled relations.
(T;P:Q) = ( (T):P;Q)
We only abstract the part of a labeled relation that ranges the possibly in nite
domain (of pairs of program states). The concretizatiortion is de ned by
(T*;P;Q) = ( (T*);P;Q):
Lemma 3.3 The pair of functions ( , ) is a Galois connection.
Proof. From the monotonicity of and followsthat and are monotonic. We
carry out the following transformations.
( (T5PQ)= ((T")P;Q)
=( ((T"):P;Q
Since and is a Galois connection, we have tha( (T#)) v T# and
hence ( (T#;P;Q)) E (T#;P;Q). Similarly, we obtain(T;P;Q) E

( (T;P;Q)). By Theorem 5.3.0.4 in [11], we conclude that and  form
a Galois connection.

We canonically extend to setsL of labeled relations. Formally,
Ly = f (MP;QI(T;P;Q) 2 Ly

The abstraction function for extended command formulas de nes the best abstrac-
tion of the operatoF .

FF(T*:P;Q) = (F ( (T*;P;Q))

Abstract Fixed Points The monotonicity of the xed point operatd?# is a di-
rect consequence of Lemma 3.2 and the monotonicity of thieaadbi®n/concretization
functions. By Tarski's xed point theorem, the least xed ipbof F* exists. We
denote the least xed pointdF# abovef( ( );Nond );Somd ))j 2Tg
by Ifp(F*:T). We computefp(F*;T) in the usual fashion. If the range of the
abstraction function does not allow in nite ascending chains then the xed point
computation always terminates after nitely many iteraso
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input
programP, Biichi automato
compositionP andA isPjjA  with:
set of transitiong’,

abstraction/concretization function
on/to binary relations over states®fjA
begin
F* = (T%PiQf( ( (T*)),
P\ Nong (T#)),
Q[ Somg (T*Mi 2Tg
L* = Ifp(F*:T)

welkfounded (T#))
then
return (“Property holds undec’)
else
return (“Don't know”)
end.

Figure 3.7: AlgorithmCOMP-TRANS-PREDSVeri cation of temporal property un-
der compassion requiremer@dor the progranP via abstract interpretation.

Algorithm  The proof ruleCOMP-LIVENESStogether with the above method for the
synthesis of labeled transition invariants give rise toalgorithm for the veri cation
of temporal properties under compassion requirementsyrsioFigure 3.7. For each
labeled relatior{T# ; P; Q), the relation (T#) is represented by a “simple' program
that consists of a single while loop with only update statet:ian the loop body. There
exist ef cient well-foundedness tests for the class of denphile programs built using
linear arithmetic expressions [37, 49].

We assumed that the property is given by the automatonequipped with the
Bichi accepting condition. We obtain an algorithm for taeethafA is a generalized
Buchi, or a Streett automaton in a straightforward way Geetion 3.4).

3.7 Related Work

This chapter continues the research on transition inveristarted in Chapter 1, in
which we account for the fairness requirements by applyiiegeincoding into a Buchi
automaton. The use of labeling allows us to account for tinedas requirements, both
justice and compassion, directly, without resorting tamaudta.

There exists veri cation methods for the nite-state syatethat account for the
fairness requirements on the algorithmic lewegl.[22, 30]. Experimental evaluations
has con rmed the advantage of the direct treatment of fagne

For dealing with in nite-state systems, there exists pradés for the veri cation
of termination [29] and general temporal properties [32]emrjustice and compassion
requirements that account for the fairness requiremenit®wi applying the automata-
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theoretic encoding. The proof rules rely on well-foundedesings, which must be
supplied by the user. Justice requirements are handlectlglitey the proof rules; ver-
i cation under compassion requirements is done by recerapplication of the proof
rule to a transformed program. Our proof rule treats jusdicé compassion in a uni-
form way.

The stack assertions based method of [24] for proving famitgation accounts
for justice and compassion requirements directly. The pektlequires identi cation
of tuples of well-founded mappings (stacks assertionsd,alament for each fairness
requirement, which must by supplied by the user. The mettempk track on the
satisfaction of the fairness through the tuple structureur proof rule, we use labeling
for this purpose.

The automata-theoretic framework of [51] is the basis of puof rule for the
veri cation of general temporal properties. For in nitéase concurrent programs, the
Buchi and the Streett acceptance conditions are traddatine Wolper i(e. all states
are accepting) acceptance condition. Thus, a proof of éamination is reduced to a
proof of termination of a program obtained from the originak by a transformation
that encodes the fairness requirements into the state.sphiteapproach is converse
to ours.

3.8 Conclusion

We have presented a proof rule for the veri cation of temppraperties of concurrent
programs under the fairness requirements of justice angbassion. We deal with the
fairness requirements directlye., their encoding into automata is not needed. The
direct accounting for the fairness requirements allows toneeduce the size of the
speci cation automaton.

The proof rule relies on labeled transition invariants,attére nite sets of binary
relation over program states extended with labels that ke on the satisfaction
of the fairness requirements. We treat temporal speciocetigiven by an automaton
with the Buchi, the generalized Buichi and the Streett ptaoece condition in a uniform
way. We have proposed a method for the automated constnuttiabeled transition
invariants via abstract interpretation.
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Chapter 4

Linear Ranking Functions

4.1 Introduction

In Chapters 1, 2, and 3 we observed that the components a@l€@dbtransition in-
variants, and abstract transitions can be representeddgygms of a particular form.
These programs, callesingle while programsconsist of a single while statement
that only contains (possibly) non-deterministic updatpressions. The veri cation
via (labeled) transition invariants and abstract-tramsiprograms requires termination
checks for the corresponding single while programs. Inchapter, we describe an al-
gorithm for proving termination of single while programswinear ranking functions.

We propose the following method. Given a single while progfar which we
want to nd a linear ranking function, we construct a corresging system of linear
inequalities over reals. This system encodes a test forxiséeace of linear ranking
functions. A linear ranking function can be computed fronolugon of the system. If
the system is infeasible (has no solutions) then no lingaking function exists. One
can use the existing highly-optimized tools for linear peogming to compute linear
ranking functions ef ciently.

4.2 Single While Programs

We formalize the notion of single while programs by a clasprofjrams that are built
using a single “while” statement and satisfy the followiranditions:

the loop condition is a conjunction of atomic propositions,
the loop body may only contain update statements,
all update statements are executed simultaneously.

We call this classingle while programsPseudo-code notation for the programs of this
class is given below.

while (Cond; and ::: and Condy,) do
Simultaneous Updates
od

71
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We are particularly interested in the subclass of singldeyttiograms built using
linear arithmetic expressions over program variables.

De nition 4.1 (LASW Programs) A linear arithmetic single while (LASW) program

that:
program variables have the domain of integers, rationalsaals,

every atomic proposition in the loop condition is a lineaequality over (un-
primed) program variables:

CiXy + T ChXn  Co;

every update statement is a linear inequality over unpriardiprimed program
variables
alxd+  +a2x%  apxg+ 4 anxy + ao:

Note that we allow the left-hand side of an update statenmibeta linear ex-
pression over program variables, and that an update can detesministic, e.g.,
x%+ y% x+2y 1. Thisis a due to the fact that we use single while progrant, an
LASW programs in particular, to represent sub-relationsgrarfisition invariants (see
Chapter 1) and abstract transitions (see Chapter 2).

We de ne aprogram stateto be a valuation of program variables. The set of all
program states is called thogram domain Thetransition relationdenoted by the
loop body of an LASW program is the set of all pairs of prograates(s;s®) such
that the state satis es the loop condition, ang; s°) satis es each update inequality.
A traceis a sequence of states such that each pair of consecutige blongs to the
transition relation of the loop body.

We observe that the transition relation of a LASW program lbamexpressed by a
system of linear inequalities over unprimed and primed pogvariables. The transla-
tion procedure is straightforward. For the rest of the chapte assume that an LASW

vector) can be represented by the system
X
(AAQ) 0 b
of linear inequalities. We identify an LASW program with tberresponding system.
Next, we give an example of an LASW program.
Example 4.1 The following program loop with nondeterministic updates
while (i j 1)do
(i;j):=(i Nat;j + Pos)
od
is represented by the following system of inequalities.
i+ 1
i+i% 0
0% o1
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input
program(AA9 X, b
begin
if exists 1 and ; such that
1,2 0
]_AO =0
(1 2)A=0
g(A + AO) =0
>b<0
then
return (“Program Terminates”)
else
return (“Don't Know”)
end.

Given 1 and », solutions of the system above, de me= A,

0= 1b,and = 2b. A linear ranking function is de ned by
(
) = rx if exists x% such that(AA9 X, b;
0 otherwise

Figure 4.1: Termination Test and Synthesis of Linear Ragnkianctions.

Note that the relations between program variables denb&eddndeterministic update
statement$ := i Nat andj := j + Pos, whereNat andPos stand for any non-
negative and positive integer number respectively, carxpeessed by the inequalities
i iandj® j+1.

4.3 Synthesis of Linear Ranking Functions

We say that a single while program terminatingif the program domain is well-
founded by the transition relation of the loop body of thegvemn,i.e., if there is
no in nite sequenced sigl., of program states such that each gair, si+1 ), where
i 1,is an element of the transition relation.

The following theorem allows us to use linear programmingraationals (or reals)
to test existence of a linear ranking function, and thus sbdesuf cient condition for
termination of LASW programs. The corresponding algoritershown on Figure 4.1.

Theorem 4.1 A linear arithmetic single while program given by the system
(AAO) %, b is terminating if there exist two nonnegative vectors owaionals
(orreals) 1 and ; such that the following system is satis able.

A = 0 (4.1a)
(1 2A =0 (4.1b)
2ZA+AY) = 0 (4.1c)
b < 0 (4.1d)
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Proof.  Let the pair of nonnegative (row) vectorg and , be a solution of the
system (4.1a)—(4.1d). For evexyand x° such that(AA9 o b, by assumption
that ; 0, we have 1(AAQ 0 1b. We carry out the following sequence of
transformations.

1(Ax + A%Y b
1A+ AN b

1AX 1b by (4.1a)
A% 1b by (4.1c)
From the assumption,  Ofollows >(AA9 ;‘0 >b. Then, we continue with

z(AX + AOXO) ob
2AX + zAOXO ob
A%+ LAKY b by (4.1c)

We dener = A% 4 = 1b,and = >,b. Then, we havex o and
rx%  rx for all x andx®such tha{AA9 ;  b. Due to (4.1d) we have> 0.
We de ne a function as follows.

(
rx if exists x° such that(AA9 Y, b;

0 otherwise

(x) =

Any program trace induces a strictly descending sequene@loés under that is
bounded from below, and the difference between two consecudlues is at least.
Since no such in nite sequence exists, the program is teatirig.

The theorem above states a suf cient condition for termamat\We observe that if
the condition applies then a linear ranking functibe, a linear arithmetic expression
over program variables which maps program states into afaetided domain, exists.
The following theorem states that our termination test implete for programs with
linear ranking functions if the program variables rangeraaéonals or reals.

Theorem 4.2 If there exists a linear ranking function for the linear dmetic single
while program over rationals or reals with nonempty traimit relation then the ter-
mination condition of Theorem 4.1 applies.

Proof. Letthe vector together with the constants and > 0de ne a linear ranking
function. Then, for all pairs andx® such thaf AA9) ;‘0 b we haverx o and
x% rx .

By the non-emptiness of the transition relation, the systam®) 2o b has at
least one solution. Hence, we can apply the “af ne' form ofk@s' lemma (in [43]),
from which follows that there exist§ and %suchthat] o, © ,andeach ofthe
inequalities rx 9and rx + rx© %is a nonnegative linear combination of
the inequalities of the syste(A9 ,  b. This means that there exist nonnegative
real-valued vectors; and » such that

1(AAY X = rx
b= §
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and
2(AAY X = rx + rx©
b= ©
After multiplication and simpli cation we obtain
A= o 1A%=0
DA= 2A%=

from which equations (4.1a)—(4.1c) follow directly. Sinée > 0, we have ,b <
0, i.e, the equation (4.1d) holds.
The following corollary is an immediate consequence of Thets 4.1 and 4.2.

Corollary 4.1 Existence of linear ranking functions for linear arithneesingle while
programs over rationals or reals with nonempty transitiefation is decidable in poly-
nomial time.

Not every LASW program has a linear ranking function (seeftiiewing exam-
ple).
Example 4.2 Consider the following LASW program over integers.
while (x  0) do

x:= 2x+10
od
The program is terminating, but it does not have a linear irapkunction. For ter-
mination proof consider the following ranking function anthe domainf0;:::;3g

well-founded by the less-than relatien

8

51 if x2f0;1;2g;
2 if x2f4;5gq;

33 if x=3;

" 0 otherwise

It can be easily tested that the system (4.1a)—(4.1d) is atit able for the LASW
program

(x) =

0 1 0 1
10 0
@2 1A 0 @10A:
2 1 10

The following example illustrates an application of the althm based on Theo-
rem4.1.

Example 4.3 We prove termination of the LASW program from Example 4.1.eTh
program translates to the systémA ©) co b where:

0 1 0 1
11 0 O
A= @1 0A; AY = @ o0A;
0 1 0 1
0 1
i 1
X = .o b= @0A:

J 1
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Let 1=( % 9% Pand 2=( 29 I 99. The system (4.1a)—(4.1d) is feasible, it
has the following solutions:

00 005
2, 3> 0

Since the system is feasible the program is terminating. &¥stcuct a linear ranking
function following the algorithm on Figure 4.1. We de me= ,A°, ¢ = 1b, and

= b, and obtairr = ( ¢ 9, o= = 9 Taking ¢ =1 we obtain the
following ranking function.

T T 1 A T T
0 otherwise

(i;j)=

4.4 Example: Singular Value Decomposition Program

We considered an algorithm for constructing the singuléwerdecomposition (SVD)
of a matrix. SVD is a set of techniques for dealing with sete@iations or matrices
that are either singular or numerically very close to siag[40]. A matrixA is singular
if it does not have a matrix invers® ! such thatAA * = |, wherel is the identity
matrix.

Singular value decomposition of the matAxwhose number of rows is greater
or equal to its number of colummsis of the form

A=UWVT;

whereU is anm  n column-orthogonal matrixV is ann  n diagonal matrix with
positive or zero elements (called singular values), andrdrespose matrix ofam n
orthogonal matri®/ . Orthogonality of the matricedd andV means that their columns
are orthogonal,e.,

uUtTu=vVvT =1

The SVD decomposition always exists, and is unique up to petion of the columns
of U, elements ofV and columns o¥/, or taking linear combinations of any columns
of U andV whose corresponding elementsWiifare exactly equal.

SVD can be used in numerically dif cult cases for solvingssef equations, con-
structing an orthogonal basis of a vector space, or for mnapproximation [40].

We proved termination of a program implementing the SVD dthm based on
a routine described in [17]. The program was taken from [40js written in C and
contains 163 lines of code with 42 loops in the control- ovagh, nested up to 4 levels.

We used our transition invariant generator to compute aifian invariant for the
SVD program. Proving the disjunctive well-foundednesshef tomputed transition
invariant required testing termination of 219 LASW proggeam

We applied our implementation of the algorithm on Figure, 4vhich was done
in SICStus Prolog [26] using the built-in constraint sol¥er linear arithmetic [20].
Proving termination required 800 ms on a 2.6 GHz Xeon conrputening Linux,
which is in average 3.6 ms per each LASW program.
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4.5 Related Work

A heuristic-based approach for discovery of ranking fumtdiis described in [13]. It
inspects the program source code for ranking function clids. This method works
for programs where the ranking function appears in the socwde, which is often not
the case.

In [8], an algorithm for generation of linear ranking furwis for unnested program
loops is proposed. It extracts a linear ranking function nipulating polyhedral
cones representing the transition relation of the loop aeddop invariant. The loop
invariant is expected to be a system of linear inequalitieglpced by an invariant
generator. The algorithm is not complete, since the loopriant may not be linear.
The algorithm uses the double description method to maatpwiones, which requires
the worst-case exponential space to store cone reprasentat

The approach described in [9] is a generalization of therélgo for unnested
loops for programs with complex control structures. It uties polyhedral cones
method presented in [8] to detect linear ranking functi@rstrongly connected com-
ponents in the control- ow graph of the program.

A decision procedure for the termination of single while gmams with determin-
istic updates is proposed in [49]. The termination argunoétite procedure relies on
the eigenvalues of the update matrix. No ranking functioesanstructed.

4.6 Conclusion

We presented an algorithm for generation of linear rankimgfions for unnested pro-
gram loops, which we are single while programs built usingéir arithmetic expres-
sions (LASW programs). Proving termination of such progsasrequired for veri -
cation of liveness properties of in nite-state systemstvémsition invariants [38], and
abstract-transition programs [39].

Our method exploits the characteristic feature of LASW pangs. They consist
of a singe while loop without nested loops and branchingstants within the loop
body. Termination of an LASW program is implied by the fedgipof the system of
linear inequalities derived from the program. The methaglisranteed to nd a linear
ranking function, and therefore to prove termination, iin@&r ranking function exists.

The proposed algorithm can be ef ciently implemented usingolver for linear
programming over rationals. We used our prototypical impdatation to prove termi-
nation of a singular value decomposition program, whichuiegl termination proofs
for two hundred LASW programs.

Considering future work, we would like to nd a charactetipa of a LASW pro-
grams which have linear ranking function., for which our algorithm decides ter-
mination. Another direction of work is to handle single vehjfrograms built using
expressions other than linear arithmetic.
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Chapter 5

Future Work

We have proposed the notion of transition invariant for tée gation of liveness prop-
erties, and have shown a possible way of the automaton dfiti@m invariant-based
veri cation methods via abstract interpretation. Substdmwork remains towards an
automated tool for the veri cation of liveness propertiésoncurrent programs, based
on transition invariants. We describe several directiandifture work below.

Transition Abstraction Re nement We turn transition predicate abstraction into
a full- edged veri cation method by identifying a means ftine automated abstrac-
tion re nement. This requires a notion of counterexampleliiceness properties (of
in nite-state systems). Its spuriousness must be effettiveri able. Such a coun-
terexample must also provide information that facilitates discovery of new transi-
tion predicates. Itis interesting to study the (relativenpleteness of such are nement
procedure [2].

Transition Summaries Program blockse.g. loops or procedures, can be summa-
rized by the corresponding transition invariants, thusegaliving the functional ap-
proach to program analysis of [44]. Such summaries are maréntly limited to the
veri cation of safety properties, and can be re ned on dehan

Parameterized Systems We may combine the counter abstraction technique,
e.g.[14, 36], and the notion of abstract-transition programslitain abstractions of
parameterized systems that preserve liveness propedties,hence, do not require
construction of additional fairness requirements for pgrgliveness.

Pointer Analysis Veri cation methods for programs with dynamically alloeat
memory (“program heap”) must account for the temporal Viofes of heap invariants
that occur during destructive updates. Such violationdeasummarized by transition
summaries, and safely ignored if the effect of the summaryéstablishes the desired
invariant. Such a technique can be useful in the contextajfslanalysis, sexg.[42].

Program Analysis like “modi es x” We obtain an analysis that checks if a program
variablex is not modi ed within a program blocle.g.[25], by proving that the relation
x%= x is a transition invariant for the block.

79



80

CHAPTER 5. FUTURE WORK



Chapter 6

Conclusion

We started by introducing the notion transition invariafve identi ed the disjunctive
well-foundedness as a property of relations that provitiescharacterization of the
validity of liveness properties via transition invarianiBhe introduced inductiveness
principle allows one to identify a given relation as a tréinsiinvariant. Consequently,
we proposed a proof rule for the veri cation of liveness pedjes, based on (inductive)
transition invariants. We claimed that our proof rule hadgeptial for automaton via
abstract interpretation.

Next, we described a possible way to realize such a potesiisiansition predicate
abstraction. Transition predicate abstraction and theesponding notion of abstract-
transition programs served as a basis for an automated thithproving termination
under compassion requirements via abstract interpratalibis method accounts for
fairness requirements imposed on program transitions ineatdvay, which is gener-
ally considered desirable.

We introduced labeled transition invariants for the diieeatment of fairness re-
guirements imposed on sets of program states, which is anotimmon way to spec-
ify fairness. We attached sets of indices of fairness requénts to the components
of transition invariants, thus accounting for fairness. p¥eposed a characterization
of the validity of liveness properties via labeled tramsitinvariants. The correspond-
ing inductiveness principle together with the charactgiin of liveness resulted in
a proof rule. We advised a method for the automation of thefonale via abstract
interpretation.

When dealing with concurrent systems with linear arithmexipressions, the com-
ponents of (labeled) transition invariants and abstraetdition can be represented by
single while programs. Their termination proofs are regdiby the proposed veri -
cation methods. We developed an algorithm for proving teation of single while
programs via linear ranking functions.

We implemented the proposed methods in a prototype ABMC-Live. We ap-
plied ARMC-Live to synthesize the (labeled) transition invariants andrabstransition
programs that we presented for the example programs, anertorm the necessary
well-foundedness checks. Thus, we obtain an experimevidgrece for the claimed
potential for automation of the proposed methods.

This dissertation demonstrates that transition invasiaah provide a basis for the
development of automated methods for the veri cation oétiess properties of con-
current programs. Thus, we hope that our work on transitiwariants might lead to
a series of activities for liveness, analogous to the dE&ieading to successful tools
for safety.
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Zusammenfassung

Programmveri kation starkt unsergberzeugung darin, dass ein Programm korrekt
funktionieren wird. Manuelle Veri kation ist fehleranifigg und mithsam. Deren Au-
tomatisierung ist daher sehr erwiinscht. Transitionsiaagen (engl.: transition invari-
ants) konnen eine neue Grundlage fur die Entwicklung wanraatischen Methoden
zur Veri kation von nebenlau gen Programmen bereitstell

Die allgemeine Vorgehensweise zur Veri kation von tempencEigenschaften ne-
benlau ger Programme besteht darin, die Argumentatibaeridie Programmberech-
nungen (Sequenzen von Programmzustanden) auf die Argatieaniiber Hilfsaussa-
gen in Pradikatenlogik, wie z.B. Schleifeninvarianted iRankingfunktionen, zu redu-
zieren. Solche Hilfsaussagen werden zuerst von dem Banwdmgeschlagen und da-
nach durch ein automatisches Werkzeug tiberprift. Do&grHerausforderung in der
Automatisierung der Veri kationmethoden liegt in der aotatischen Synthese dieser
Hilfsaussagen.

Es gibt bereits erfolgreiche Werkzeuge, wie z8.AM [1], ASTREE [3] und
BLAST [19], zur automatischen Veri kation einer Teilklasse vamtporalen Eigen-
schaften, die als Safety-Eigenschaften bezeichnet weiiese Eigenschaften set-
zen die Abwesenheit von Fehlern, wie Division durch NUlherlauf und Zugriff auf
einen Array aulRerhalb der Array-Grenzen, in allen Prograemechnungen voraus.
Die genannten Werkzeuge konnen die dafiir notwendigesatissagen, die die Un-
erreichbarkeit der Fehlerzustande implizieren, auttsolatsynthetisieren. Somit ver-
bleibt die automatische Synthese der Hilfsaussagen zurk&tson von Liveness-
Eigenschaften als die zentrale Herausforderung. LiveRegsnschaften verlangen,
dass in jeder Berechnung bestimmte Programmzustandelingenn auftreten. Die ty-
pischen Liveness-Eigenschaften sind Programmterminggrd.h. das Auftreten von
Zustanden, die keinen Nachfolger haben, und die garéatvarbeitung jeder ge-
stellten Anfrage. Die Veri kation von Liveness-Eigensétem erfordert die Synthese
von Rankingfunktionen, die den Fortschritt in Richtungtiemter Programmzustande
nachweisen.

Die meisten Liveness-Eigenschaften nebenlau ger Progna gelten nur unter be-
stimmten Fairness-Anforderungen, wie z.B. die Anfordgem dass jeder Prozess ir-
gendwann ausgefuhrt wird oder ein Kommunikationskagehidwann erfolgreich eine
Nachricht Ubermittelt. Fairness-Anforderungen werdedeér Regel als Bedingungen
an das Vorkommen von Programmilbergangen oder -zusténderogrammberech-
nungen spezi ziert. Es wird verlangt, dass z.B. in jederndiehen Berechnung jeder
Programmibergang unendlich oft genommen wird oder dase IBerechnung eine
bestimmte Zustandsmenge nie verlasst. Das EinbeziehreRaimess-Anforderungen
erschwert die Veri kation, da das Auftreten von unterschichen Mengen bestimmter
Programmzustande beriicksichtigt werden muss. Died filhkomplizierteren Ran-
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kingfunktionen, die synthetisiert werden mussen.

Vor dieser Arbeit gab es keine Werkzeuge zur automatischenkdtion von
Liveness-Eigenschaften, die ahnlich zu denen sind, diewviVeri kation von Safety-
Eigenschaften bereits besitzen. In dieser Dissertatibfagen wir Transitionsinva-
rianten vor, die einen neuen Typ von Hilfsaussagen zur Wation von Liveness-
Eigenschaften darstellen. Transitionsinvarianten besidas Potential zur automati-
schen Synthese. Wir kdnnen die Techniken der abstrakterphetation zur automa-
tischen Synthese von Transitionsinvarianten einsetzeseDlechniken haben bereits
zum Erfolg der Werkzeuge zur Veri kation von Safety-Eigehaften beigetragen. Wir
beschreiben einen Weg zur Automatisierung der Synthesdrasitionsinvarianten,
der die Veri kation von Liveness-Eigenschaften mit Hilferdabstrakten Interpretation
ermoglicht.

Diese Dissertation treibt den neusten Stand der Forschoragyindem sie Tran-
sitionsinvarianten fur die automatische Veri kation vhiveness-Eigenschaften vor-
schlagt. Wir fassen die Hauptbeitrage wie folgt zusammen

Wir entwickeln eine neue Beweisregel fir die Verikationow Liveness-
Eigenschaften, der Transitionsinvarianten zu Grundefiegine Transitionsinvarian-
te ist eineUbermenge des transitiven Abschlusses dbergangsrelation eines Pro-
gramms. Eine Transitionsinvariante heil3t disjunktiv whhidiert, falls sie durch eine
endliche Vereinigung von wohl-fundierten Relationen tkliisar ist. Wir charakteri-
sieren die Giltigkeit einer Liveness-Eigenschaft dur@h Eiistenz einer disjunktiv
wohl-fundierten Transitionsinvariante. Wir fuhren eimduktionsprinzip ein, das es uns
erlaubt, eine gegebene Relation als eine Transitionsan&zu identi zieren. Die dis-
junktive Wohlfundiertheit und das Induktionsprinzip sl die Basis unserer Beweis-
regel dar.

Wir beschreiben einen Weg, um diese Beweisregel zu autsievain. Dafur fuhren
wir zwei neuen Begriffe von ein: Transitionspradikatehsfraktion (engl.: transition
predicate abstraction) und abstraktes Transitionspnogrgéengl.: abstract-transition
program). Wir benutzen diese Begriffe, um eine automagis¢athode fir den Beweis
der Terminierung unter Fairness-Anforderungen zu entickTransition Predicates
sind binare Relationen Uiber Programmzustande. Altstiedansitionsprogramme sind
endliche gerichtete Graphen, deren Knoten durch Transiiidikate und deren Kan-
ten durch Programmiibergange markiert sind. Wir gebeanelgorithmus zur au-
tomatischen Synthese eines abstrakten Transitionspnogsdir ein gegebenes Pro-
gramm an. Wir argumentieren iber die Terminierung anhandaotenmarkierung.
Fairness-Anforderungen werden mit Hilfe der Kantenmaitkig beriicksichtigt.

Um eine direkte Berlcksichtigung der den Programmzusténauferlegten
Fairness-Anforderungen zu ermdglichen, fihren wir reatk Transitionsinvarianten
(engl.: labeled transition invariants) ein, die eine Etexing von Transitionsinvarian-
ten darstellt. Die Mengen von Markierungen, die an die divee Teilrelationen einer
Transitionsinvariante angehangt werden, beinhaltehndiices der erfullten Fairness-
Anforderungen. Wir schwachen das Kriterium der disjuvdai Wohlfundiertheit ab,
indem wir die Wohlfundiertheit nur fur diejenigen Relaten einer endlichen Ver-
einigung voraussetzen, deren Mengen von Markierungenndieds aller Fairness-
Anforderungen enthalten. Wir entwickeln eine entsprededBeweisregel und auto-
matisieren diese mit Hilfe der abstrakten Interpretation.

Wir stellen Teilrelationen einer (markierten) Transisimvariante und abstrakte
Transitionen, die bei der Veri kation von nebenlau genysalinearen arithmetischen
Ausdriicken bestehenden Programmen entstehen, mit Hilfdinearen “single whi-
le' Programmen dar. Diese Programme bestehen aus eineeStiileife, die nur
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(moglicherweise nichtdeterministische) Update-Befadrithalt. Wir entwickeln einen
Algorithmus zur Synthese linearer Rankingfunktionenlfiieare “single while' Pro-
gramme und automatisieren somit die Wohlfundiertheitshgey die bei der Anwen-
dung der oben erwahnten Methoden auftreten.

Diese Dissertation demonstriert, dass Transitionsianéei eine Basis fur die Ent-
wicklung von automatischen Methoden zur Veri kation vorvéness-Eigenschaften
nebenlau ger Programmen bereitstellen konnen. Wir éioffdass unsere Arbeit an
Transitionsinvarianten moglicherweise zu einer alirdicReihe von Aktivitaten fuhren
wird, die zur Entstehung erfolgreicher Safety-Werkzeugjgagen.
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